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Abstract—Multi-agent systems (MAS) are a promising solu-
tion for autonomous exploration tasks in hazardous or remote
environments, such as planetary surveys. In such settings, com-
munication among agents is essential to ensure collaborative
task execution, yet conventional approaches treat exploration and
communication as decoupled subsystems. This work presents a
novel framework that tightly integrates semantic communication
into the MAS exploration process, adapting communication
strategies to the exploration methodology to improve overall
task performance. Specifically, we investigate the application of
semantic joint source-channel coding (JSCC) with over-the-air
computation (AirComp) for distributed function computation
for the application of cooperative subsurface imaging using
the adapt-then-combine full waveform inversion (ATC-FWI)
algorithm. Our results demonstrate that semantic JSCC signif-
icantly outperforms classical point-to-point and standard JSCC
methods, especially in high-connectivity networks. Furthermore,
incorporating side information at the receiving agent enhances
communication efficiency and imaging accuracy, a feature pre-
viously unexplored in MAS-based exploration. We validate our
approach through a use case inspired by subsurface anomaly
detection, showing measurable improvements in imaging perfor-
mance per agent. This work underscores the potential of semantic
communication in distributed multi-agent exploration, offering a
communication-aware exploration paradigm that achieves task-
relevant performance gains.

Index Terms—Semantic communication, multi-agent systems,
autonomous exploration, subsurface imaging

I. INTRODUCTION

A. Motivation

MULTI-AGENT systems have emerged as a crucial tool
to address various tasks that cannot be handled reliably

by humans such as inspection, surveying, monitoring, and
exploration of hazardous or remote environments [1], [2]. For
instance, multi-agent systems (MASs) have been proposed
and investigated for the use in planetary exploration, gas and
subsurface exploration [3]–[5]. A MAS inherently requires
communication among the agents in its network to achieve the
respective exploration goal such as reconstruction of a physical
process. Usually, this is realized by a wireless communication
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Fig. 1: Illustration of the exploration scenario: A MAS consisting
of ground rovers reconstructs the velocity structure (v0, v1) of a
subsurface using a seismic source (blue) and seismic waves reflecting
from an anomaly. The rovers are connected over wireless links (or-
ange) that enable data exchange within the MAS. The communication
among rovers is realized via semantic communication to adapt the
communication system to the exploration algorithm.

system. Most works in the realm of multi-agent exploration
therefore use standard communication schemes to enable re-
liable communication among the agents, cf. [6], [7]. Hence,
exploration and communication are viewed as two separate
systems that are designed separately. However, exploration
and communication are often strongly entangled. Therefore, to
achieve enhanced exploration performance both communica-
tion and exploration need to be considered jointly. In this work,
we present an approach where the communication system is
adapted to the requirements of the exploration methodology of
a MAS such that the overall system’s exploration performance
is enhanced.

In this respect, semantic communication is a promising
technology that enables task-specific communication beyond
the Shannon limit of classical communication systems [8]–
[11]. Compared to classical communication systems with the
goal of accurately transmitting a message, semantic commu-
nication aims to transmit only the required “meaning” of
the message for accurate task execution to save bandwidth
[8]. Most research on semantic communication focuses on
either task execution or data reconstruction [8]. In this work,
we focus on semantic communication for task execution.
Recently, modern machine learning techniques have been used
to develop such semantic communication systems [8]. Such
an approach becomes especially advantageous in distributed
exploration scenarios, where a task needs to be solved by
multiple agents. In this case, semantic communication makes
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it possible to only exchange information relevant for the
exploration task between the agents instead of transmitting
the complete data.

One envisioned application scenario we will address is
the autonomous detection and quantification of lunar caves
and lava tubes in future exploration missions using seismic
techniques [5], [12], [13]. Seismic methods typically require
spatially distributed, simultaneous measurements. A MAS with
agents carrying seismic sensors thus perfectly exemplifies
the use case of interest. Lunar caves and lava tubes are
relevant for future space missions: Since they provide constant
temperature and natural protection from radiation, they are
promising sites to be used as habitats for space equipment
or even astronauts. In this regard, the Adapt-Then-Combine
Full Waveform Inversion (ATC-FWI) has been proposed that
enables subsurface imaging in a distributed fashion within a
MAS [5]. In essence, ATC-FWI obtains subsurface images
at each agent via data exchange among neighboring agents
using distributed data processing. One fundamental operation
in such distributed processing is averaging of exchanged data
which can be found in e.g. consensus averaging and diffusion-
based schemes [14], [15]. From a semantic communication
perspective the distributed averaging process of several input
data at the receiver belongs to the problem of distributed
function computation [16], [17]. It is a this point where we
apply semantic communication techniques to appropriately
encode the data of multiple transmitters (neighboring agents
in the MAS) to perform Distributed Function Computation
(DFC) for the averaging step at the decoder (receiving agent).

We show that by integrating semantic communication into
the ATC-FWI, the imaging performance per agent is enhanced
compared to a system that does not utilize semantic commu-
nication. In our work, we design the communication system in
such a way that it enhances performance of communication-
dependent processing steps in the exploration task and by that
the overall exploration performance.

B. Related Works in Full Waveform Inversion

Full Waveform Inversion (FWI) is a geophysical imaging
technique that enables reconstruction of subsurface structures
by exploiting wave physics [18], [19]. Beside geophysics it is
also applied to various other fields such as oil exploration,
medical ultrasound imaging and non-destructive testing. A
significant amount of research has been conducted to improve
the imaging capabilities of FWI (see e.g. [20], [21] and
references therein). Recently, many approaches have been
proposed that use deep learning techniques to reduce com-
putational complexity of FWI by using surrogate models for
the solution of partial differential equations [22]–[25]. In its
traditional form, FWI is a centralized scheme that requires
all measurement data to be allocated at a central entity that
performs imaging. Hence, for application in a MAS it needs
to be adapted to enable imaging at each agent via exchange of
data within the network. In our previous work, we proposed
the ATC-FWI which enables distributed imaging within a
MAS [5]. However, ATC-FWI has been considered for perfect
communication among the agents, i.e., without considering

any communication aspects. Other distributed or decentralized
schemes for subsurface imaging have been proposed in the lit-
erature, cf. [26], [27]. However, in these works communication
aspects are considered separately from the imaging problem.
That is, the communication is realized by using standard
wireless communication systems and an adapted design of
the communication system to the subsurface imaging is not
considered.

C. Related Works in Semantic Communication

For semantic communication we want to compress and
channel code the data at the transmitter such that we can
reconstruct the semantic information at the receiver. To this
end, deep learning techniques are used to learn an end-to-end
encoder decoder system for Joint Source and Channel Coding
(JSCC) [8], [28]. Semantic communication systems become
increasingly important in distributed settings with multiple
transmitters and one or more receivers [29], quite typical for
MAS applications. For example, in [30] and [31] semantic
communication was investigated for the case when multiple
transmitters with different observations need to cooperatively
solve a classification task. In [32], the authors investigate the
case where one receiver that obtains two correlated images
from two transmitters has to reconstruct both images.

In the case of the ATC-FWI algorithm, high dimensional
data in the subsurface image space needs to be exchanged
between agents, and at each receiving agent a linear function
needs to be computed from the agent’s own data and the data
received from the neighboring agents. These two different
aspects of having side information at the decoder, i.e., the
agent’s locally available data, and doing DFC were investi-
gated separately in many works. The use of side information
at the receiver for communication of high-dimensional data,
e.g. images, was investigated in [33] and [34]. In [33], it was
shown for image transmission that the compression level for
the case when side information is only available at the decoder
can nearly achieve the same compression level when side
information is available at both the encoder and the decoder.

DFC was studied in [35]. Its variation of DFC with Over-
the-Air Computation (AirComp) was investigated in [36], [37],
with deep learning based AirComp for example in [38]–[40].
Furthermore, AirComp was used in [41] for distributed convex
optimization. AirComp aims at using channel resources more
efficiently by letting users transmit at the same time and
frequency. In this way, a function can be evaluated directly
on the wireless channel as a sum of the transmitted symbols
by exploiting the superposition property of electromagnetic
waves [42], [43]. It was shown that despite advantages,
AirComp mainly had two drawbacks: (i) the limitation to
so-called nomographic and (ii) the requirement of accurate
synchronization.

Related results from information theory are available for
the distributed source coding problem, where channel coding
is not considered [44] [45]. For the DFC problem, some results
exist for the case of linear functions with two Gaussian sources
[46], [47]. From the Slepian–Wolf coding theorem it is known
that in the case of distributed discrete noiseless case, the
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required coding sum rate to achieve an asymptotically error-
free reconstruction at the decoder is the same whether the
encoding is done jointly or separately [48]. Additionally, for
the discrete noiseless case the required sum rate to achieve
asymptotically error-free reconstruction at the decoder is the
same whether side information is only available at the decoder
or at both the encoder and the decoder [48].

D. Main Contributions

In this work, we propose the use of semantic commu-
nication in a distributed subsurface imaging method for a
MAS to obtain reliable imaging results for noisy inter-agent
communication links. To the best of our knowledge, this is the
first work to employ semantic communication for distributed
subsurface imaging in a MAS. In particular, we investigate the
impact of bandwidth-limited, noisy communication channels
between the agents on the ATC-FWI algorithm using semantic
communication and compare its performance to state-of-the-
art JSCC schemes.

We propose a semantic communication system for DFC.
Furthermore, we consider the case when a receiving agent
has correlated side information available, since the agents
reconstruct the same subsurface from different positions. To
take the latter into account we propose a formulation of
the semantic DFC problem that includes side information.
We formulate this problem as a maximization of the mu-
tual information given the side information, meaning that
the received symbols should be maximally informative about
the semantic variable given the side information. However,
maximizing the mutual information directly is infeasible due
to the intractability of the posterior distribution of the decoder
[30], [49]. In order to optimize our semantic communication
system for DFC with side information, we derive a lower
bound of the conditional mutual information, which can then
be maximized using end-to-end training. In previous works on
semantic communication, there was either no side information
available, as in [30], or an evidence lower bound was used
when side information was present [33].

In this work, we apply our proposed semantic communica-
tion system to an averaging function of the combine step in the
ATC-FWI algorithm. Furthermore, we employ AirComp for
the semantic DFC to use channel resources more efficiently. To
this end, we train the encoders and the decoder for AirComp
in an end-to-end manner using Deep Neural Network (DNN)s.
This allows us to express the decoder as a nomographic
function, which is necessary to enable addition of the encoded
symbols over the communication channel.

In simulations, we show that the proposed method can im-
prove bandwidth efficiency for noisy inter-agent connections
for diffusion-based estimation algorithms in MAS systems
compared to state-of-the-art JSCC methods, where the goal
is to reconstruct data from each transmitting agent at the
receiving agent. Our proposed approach of semantic DFC
outperforms state-of-the-art JSCC methods, especially in sce-
narios, where many neighboring agents exchange data with
each other.

II. DISTRIBUTED SUBSURFACE IMAGING FOR
MULTI-AGENT SYSTEMS

In the following section, we briefly describe the FWI as
the classical, centralized imaging scheme from geophysics.
Afterwards, we explain how FWI can be adapted to a MAS
for distributed imaging, when each agent obtains a global sub-
surface image locally. This leads to the ATC-FWI algorithm
which requires explicit data exchange among neighboring
agents and thus, suitable communication.

A. Centralized Full Waveform Inversion

FWI is a geophysical imaging technique based on seismic
measurements. Despite being rooted in seismic subsurface
reconstruction, FWI is applied to various other modalities
such as ultrasound, ground penetrating radar and electrical
resistivity tomography. In its ordinary formulation, FWI aims
at minimizing a least-squares cost functional of a data residual
with respect to a subsurface parameter m(x) that varies
over space coordinate x. The residual is evaluated between
observed measurements dobs(t) and predicted or synthesized
measurements dsyn(t,m) over time t. The synthesized mea-
surements dsyn(t,m) are generated by solving the acoustic
wave equation and sampling the obtained wavefield us(x, t)
at the receiver positions via a sampling operator Ss,r for
a receiver r and the respective source s. The fact that the
minimization is coupled to the acoustic wave equation can
be formulated as a constraint in the resulting optimization
problem:

argmin
m

L(m) =
1

2

∑
s,r

∫ τ

0

[Ss,rus(x, t)︸ ︷︷ ︸
dsyn
s,r (t,m)

−dobss,r (t)]
2 dt (1a)

s.t.
1

m2(x)

∂2us(x, t)

∂t2
− ∂2us(x, t)

∂x2
= fs(x, t).

(1b)

where
∑

s,r :=
∑NS

s=1

∑NR

r=1 and NS, NR is the number
of seismic sources and receivers, respectively. In our case,
the subsurface parameter m(x) is a function over space and
represents the spatial distribution of the P -wave velocity. As
can be seen, FWI essentially aims at solving an optimization
problem that is constrained by a Partial Differential Equation
(PDE). In the wave equation (1b), fs(x, t) is the seismic
source specific to source s. Solving (1b) for a subsurface
model m(x) results in the wavefield us(x, t) which is then
sampled at the receiver positions {xr}NR

r=1 to give dsyns,r (t,m).
Problem (1) is nonlinear in m(x) and therefore requires

gradient-based optimization to converge to a suitable sub-
surface model. Commonly used methods include gradient-
descent, nonlinear conjugate gradient or L-BFGS. To this end,
the gradient of L(m) needs to be calculated. Note that L(m)
is constrained by a PDE which complicates direct calculation
of the gradient. Typically, the so-called adjoint state method
is used to compute the gradient of cost functionals that are
constrained by a PDE, cf. [50]. Applying the adjoint state
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method to (1a) together with (1b) results in the following
gradient computation [5]:

dL(m)

dm
= − 2

m(x)3

NS∑
s=1

∫ τ

0

qs(x, τ − t)
∂2us(x, t)

∂t2
dt. (2)

Here, the function qs(·, ·) is a so-called adjoint wavefield,
which is obtained by solving the following PDE which is an
adjoint wave equation:(

1

m(x)2
∂2

∂t2
− ∂2

∂x2

)
qs(x, t) =

NR∑
r=1

Ss,r(d
syn
s,r (τ − t)

− dobss,r (τ − t)). (3)

Note that to solve (3), the data residuals (dsyns,r (τ−t)−dobss,r (τ−
t)) are now used as a source signal that is reversed in time
and injected at the receiver positions by a sampling operator
Ss,r. After obtaining the adjoint wavefield, qs(x, t) is again
reversed in time and correlated with the second time derivative
of the wavefield us(x, t) following (2).

To solve PDEs in (1b) and (3) we require a numerical solver
on a discrete space and time grid. In our work, we use the
Devito package that provides highly efficient finite difference
solvers for PDEs [51]. By discretizing the considered 2D
computational domain into a Nx ×Nz grid we obtain vector
quantities for the subsurface model m(x) and the gradient
function dL(m)/dm. Therefore, we replace these functions
by their discrete vector description, i.e.,

m(x) → m(x) ∈ RNxNz , dL(m)/dm → δm ∈ RNxNz .
(4)

Given a gradient by (2), we can now minimize L(m) iter-
atively using gradient descent. This results in the following
update procedure for the estimated subsurface model:

m[k+1] = m[k] − α[k]δm[k] (5)

The parameter α[k] > 0 is a step size that can be adapted
over the iterations e.g. by a simple exponential decay or a line
search method.

B. Adapt-Then-Combine Full Waveform Inversion (ATC-FWI)

FWI in its classical setting is centralized algorithm, i.e.,
it requires all measurement data dobss,r to be available at a
central entity to perform the inversion procedure. However,
in the MAS no central entity is available that collects all
measurement data from the agents. Instead, we demand a
computation within the MAS by exploiting agent-to-agent
communication.

The objective of a distributed imaging scheme is to obtain
an image locally at each agent/receiver via cooperation with
neighboring agents, i.e., those that are in the communication
range of the respective agent. To this end, the ATC-FWI
has been proposed in [5]. In the following, we give a short
summary of the algorithm.

Let us first introduce assumptions about the network topol-
ogy of the MAS. We assume a network of NR agents, where
each agent is equipped with a geophone or a seismic sensor.
Each agent r can communicate with neighboring agents ℓ that

are contained in a neighborhood set Nr ⊆ {1, . . . , NR} and
vice versa. We assume that the neighborhood set Nr contains
the agent r itself. Furthermore, the network graph is undirected
and connected, i.e., each agent can be reached by any other
agent in the network over multiple hops.

The first step in deriving ATC-FWI is to represent the global
cost in (1a) over all NR agents in the network such that

L(m) =

NR∑
r=1

Lr(m), (6)

with each agent’s local cost given now as

Lr(m) =
1

2

NS∑
s=1

∫ τ

0

(
dsyns,r (t,m)− dobss,r (t)

)2
dt. (7)

Note that each local cost Lr(m) depends only on locally
observed measurement data dobss,r (t). Based on its local cost
each agent r is able to compute a gradient w.r.t. the subsurface
model m in the same manner as in centralized FWI, however,
with local measurement data dobss,r (t). To ensure that global
subsurface information is available to all agents in the network,
we introduce NR different (local) subsurface models which
are then combined using diffusion strategies [14]. Specifically,
we assign individual subsurface models mr(x) to each agent.
Then each agent solves the wave equation (1b) and the adjoint
equation (3) using its own subsurface model mr(x) to obtain
the wavefield us,r(x, t) and the adjoint wavefield qs,r(x, t)
according to

1

mr(x)2
∂2us,r(x, t)

∂t2
− ∂2us,r(x, t)

∂x2
= fs(x, t) (8)(

1

mr(x)2
∂2

∂t2
− ∂2

∂x2

)
qs(x, t) = ST

s,r(d
syn
s,r (τ − t)

− dobss,r (τ − t)), (9)

followed by a local gradient computation δmr(x) via corre-
lation:

δmr(x) = − 2

m(x)3

NS∑
s=1

∫ τ

0

qs,r(x, τ − t)
∂2us,r(x, t)

∂t2
dt

(10)
Now, each agent has an individual subsurface model mr(x)
and a local gradient δmr(x) available. To enable distributed
imaging such that each agent’s model approaches the cen-
tralized FWI result, we apply the adapt-then-combine (ATC)
technique from [14]. Assuming again discretization of the
spatial domain using finite differences we represent gradients
and subsurface models via vectors. Applying ATC results in
the following computations per agent r:

m̃[k+1]
r = m[k]

r + α[k]
∑
ℓ∈Nr

bℓrδm
[k]
ℓ (11a)

m[k+1]
r =

∑
ℓ∈Nr

aℓrm̃
[k+1]
ℓ (11b)

The coefficients aℓr, bℓr need to be chosen appropriately such
that the centralized FWI result can be approached by all
agents, cf. [14]. In the simplest case, one can select these
coefficients to be 1/|Nr|, where | · | denotes cardinality of
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the neighborhood set. This results in a uniform averaging of
neighboring data.

From (11) we see that in each iteration k each agent r needs
to exchange its gradient δmr and its intermediate subsurface
model m̃r with its neighbors ℓ ∈ Nr. In particular, the
fusion process of neighboring data in ATC is given by an
averaging process. It is here, where we will integrate semantic
communications to exploit the averaging structure in the data
exchange among the agents.

III. SEMANTIC COMMUNICATION SYSTEM MODEL AND
PROBLEM FORMULATION

In what follows we now discuss the semantic communica-
tion approach towards computation of ATC over the network.
In particular, we will outline the learning of corresponding
encoder-decoder structures that are specifically designed for
computing the averaging operation in (11).

Let us now consider a particular agent r that needs to
compute (11). In our context this agent plays a role of the
receiver, while its neighbors act as transmitters. As it can be
seen in (11), for the ATC-FWI there are two types of quantities
that need to be communicated to this agent: gradients δmℓ

and model estimates m̃ℓ, for all agents in the neighborhood
ℓ ∈ Nr. Although gradients and model estimates are different
quantities, the concept of semantic communication will be
applied to each of them in a similar fashion.

Specifically, we will refer to the data available at each
agent ℓ ∈ Nr as the observation sℓ, ℓ ∈ Nr. Depending
on the context, sℓ is either the gradient δmℓ, or the model
estimate m̃ℓ. The goal of the semantic receiver is to recover
the semantic variable z, which is a result of (11a) when gra-
dients are communicated, or (11b) when model estimates are
combined. Let us point out that the neighborhood Nr includes
(by definition) the receiving agent r as well. Naturally, this
“local” information should not be communicated since the
agent is already aware about it. Instead, we will treat this
information differently and utilize it to properly “inform” the
decoder at the receiver. We will therefore refer to this data
as side information s0 in the following, using the subscript
index 0 to distinguish it from the other semantic sources.
Furthermore, we define Nr ≜ |Nr|−1 to count the number of
neighbors of the receiving agent r, excluding the agent itself.

A. Semantic Communication System Model

Our semantic communication system model is shown in Fig.
2. We define a semantic source as the joint probability distribu-
tion p(s0, s1, . . . , sNℓ

, z) of the observations s0, s1, . . . , sNℓ

and the semantic variable z. The goal at the receiver is to
reconstruct the semantic variable z, which together with the
spatially distributed observations s0, s1, . . . , sNℓ

follows the
joint distribution of the semantic source p(s0, s1, . . . , sNℓ

, z).
In our notation, the observation s0 is already available at the

decoder (e.g., the local gradient or the local subsurface model)
and used as side information for the decoding. The encoders
pθℓ

(cℓ|sℓ) are modeled as Neural Networks (NNs) with pa-
rameters θℓ to encode the observation data sℓ into symbols
c1, . . . , cNℓ

, which are transmitted over a wireless channel

Semantic source s0, s1, . . . , sNℓ
, z ∼ p(s0, s1, . . . , sNℓ

, z)

Semantic variable p(z)

. . .Observation p(s0 | z) Observation p(s1 | z) Observation p(sNℓ
| z)

Encoder
1
pθ1

(c1|s1)
Encoder 1
pθ1

(c1|s1)
. . . Encoder Nℓ

pθNℓ
(cNℓ

|sNℓ
)

Communication channel p(y|c1, . . . , cNℓ
)

Semantic decoder qϕ(z|y, s0).
Decider argmax

z
qϕ(z|y, s0)

Semantic variable estimate

s0

s1 sNℓ

c1 cNℓ

z z z

y

ẑ

Fig. 2: Block diagram of multi-agent semantic communication system
for distributed function computation with side information at the
receiving agent r. The receiving agents gets the index ℓ = 0, and the
neighboring agents are indexed from 1 to Nℓ, with Nℓ = |Nr| − 1.
Here, the observations sℓ are for the two cases the velocity estimates
m̃ℓ or the gradients δmℓ, and the semantic variable z are the sums∑

ℓ∈Nr
aℓrm̃ℓ or

∑
ℓ∈Nr

bℓrδmℓ, respectively.

z

s0 s1 . . . sNℓ

c1 . . . cNℓ

y

ẑ

Fig. 3: The statistical dependencies of the semantic variable z, the
observations sℓ, the transmitted symbols cℓ, the received symbols y,
and the estimated sematic variable ẑ.

p(y|c1, . . . , cNℓ
), where y is a vector containing all received

symbols. We use a variational approximation qϕ(z|y, s0) with
NN parameters ϕ to model the semantic decoder, which
outputs the distribution of the semantic variable given the
received symbols y and the side information s0. Finally, to
get an estimate of the semantic variable ẑ, we select the
most likely z from the posterior distribution qϕ(z|y, s0). The
statistical dependencies of all random variables is summarized
in Fig. 3.

B. Semantic Communication Problem Formulation

Our objective is to reconstruct the semantic variable z
at the decoder. We formulate the optimization problem of
the semantic communication system such that the received
symbols y are maximally informative about the semantic
variable z, given the side information s0. This means that
we want to find the parameters θℓ for the encoders pθℓ

(cℓ|sℓ)
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that maximize the conditional mutual information I(z;y|s0).
To have a realistic communication scenario, we limit the rate
of our communication channel by a limited number of channel
uses Nch and an average power constraint per channel. This
gives us the optimization problem for receiving agent r of

argmax
θ1,...,θNℓ

I(z;y|s0) (12)

s.t. y ∈ RNℓ·Nch , Pc ≤ 1,

where Nℓ is the number of transmitters, and Pc is the average
signal power available at the decoder per channel use, which is
defined differently depending on the particular channel model
used (see Section IV-B for the definitions).

The definition of the conditional mutual information
between z and y given s0 is given as [52]

I(z;y|s0) = Ep(z,y,s0)

[
log

(
p(z|y, s0)
p(z|s0)

)]
, (13)

where log denotes the natural logarithm. When evaluating (13)
for the optimization of the conditional mutual information,
the optimal decoder p(z|y, s0) is intractable in practice [53].
Thus, the mutual information cannot be maximized directly,
but a lower bound on (13) can be derived, which in turn can be
optimized. One way of deriving such a lower bound is to use a
variational approximation qϕ(z|y, s0), with parameters ϕ, that
approximates p(z|y, s0) [30], [54], [55]. With this approach,
a lower bound on the conditional mutual information can be
derived (given in the Appendix), which leads to

I(z;y|s0) ≥ (14)
− Ep(y,s0)[H(p(z|y, s0), qϕ(z|y, s0))]+Ep(s0)[H(p(z|s0))] .

Instead of maximizing the conditional mutual infor-
mation, now the conditional mutual information lower
bound (14) can be maximized. From the derivation it
can be seen that the lower bound on the mutual infor-
mation is tight, if the Kullback-Leibler (KL) divergence
DKL (p(z|y, s0)||qϕ(z|y, s0)) = 0, i.e., if the modeled proba-
bility distribution of the decoder qϕ(z|y, s0) matches the true
posterior distribution p(z|y, s0) almost everywhere [52]. For
an intuitive understanding of (14) we can use (34) to get

− Ep(y,s0)[H(p(z|y, s0), qϕ(z|y, s0))]+Ep(s0)[H(p(z|s0))]
= I(z;y|s0)︸ ︷︷ ︸

encoder objective

−Ep(y,s0)[DKL (p(z|y, s0)||qϕ(z|y, s0))]︸ ︷︷ ︸
decoder objective

,

(15)

which shows that maximizing the conditional mutual informa-
tion lower bound can be seen as optimizing an implicit encoder
and decoder objective. The objective of the encoder is to
maximize the mutual information of the encoded symbols after
transmission over the channel y to be maximally informative
about the semantic variable z given the side information
s0. The objective of the decoder is to find the distribution
qϕ(z|y, s0) with the minimum KL divergence to the true
decoder distribution p(z|y, s0).

For the optimization, the conditional entropy term
Ep(s0) [H(p(z|s0))] can be omitted, as it is independent of the
encoder and decoder parameters. This gives us the following

minimization problem of the encoder and decoder parameters
θ1, . . . ,θNℓ

,ϕ of the encoders pθℓ
(cℓ|sℓ) and the decoder

qϕ(z|y) with

argmin
θ1,...,θNℓ

,ϕ
Ep(y,s0) [H (p(z|y, s0), qϕ(z|y, s0))] (16)

s.t. y ∈ RNℓ·Nch , Pc ≤ 1.

In the following section, it will be discussed how the mini-
mization of (16) can be implemented in practice using DNNs.

C. Implementation Considerations

In this section, we show how the gradients with respect
to the encoder and decoder parameters can be estimated
efficiently from the training data. To train the NN, training
data samples of the observations s0, s1, . . . , sNℓ

are used as
the inputs, and training data samples of the semantic variable
z are used as the desired output. Furthermore, a suitable type
of parameterized distribution for the decoder is selected such
that NN training is computationally feasible.

Using Stochastic Gradient Descent (SGD) based optimiza-
tion of the autoencoder, the gradient with respect to the
decoder parameters ϕ can be approximated for a batch of
training data by

∂

∂ϕ
Ep(y,s0) [H (p(z|y, s0), qϕ(z|y, s0))] (17)

= −Ep(z,y,s0)

[
∂ log (qϕ(z|y, s0))

∂ϕ

]
(18)

≈ − 1

L

L∑
l=1

∂ log (qϕ(zl|yl, s0l))

∂ϕ
, (19)

where L is the batch size and zl, yl, and s0l are training data
samples from the distribution p(z,y, s0).

To estimate the gradients with respect to the encoders with
parameters θ1, . . . ,θNℓ

, we sample from pθℓ
(cℓ|sℓ), which

depends itself on θℓ. This leads to high variance in the gradient
estimation [53].

To get less noisy gradient estimates for the SGD optimizer,
the reparametrization trick can be used by separating y ∼
p(y|c1, . . . , cNℓ

) into a deterministic and differentiable func-
tion fθ(s,n) with random variable n, which is independent
of the θℓ, and θ =

[
θ⊤
1 , . . . ,θ

⊤
Nℓ

]⊤
, s =

[
s⊤1 , . . . , s

⊤
Nℓ

]⊤
[53]. In our case, we can apply the reparametrization trick by
assuming deterministic encoders pθℓ

(cℓ|sℓ) and additive noise
n for the wireless channel. Then the gradients with respect to
θℓ can be written as

∂

∂θℓ
Ep(y,s0) [H (p(z|y, s0), qϕ(z|y, s0))] (20)

= −Ep(z,s0,s1,...,sNℓ
)p(n)

[
∂fθ(s,n)

∂θℓ

∂ log [qϕ(z|y, s0)]
∂y

]
(21)

≈ − 1

L

L∑
l=1

∂fθ(sl,nl)

∂θℓ

∂ log [qϕ(zl|y, s0l)]
∂y

∣∣∣∣
y=fθ(sl,nl)

,

(22)

where sl and nl are training data samples of s and n,
respectively.
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In many works of semantic communication, where the task
is to solve a classification problem, e.g. as in [30], [31],
[56], the posterior distribution of the decoder p(z|y, s0) is
a low dimensional discrete probability distribution. However,
in our case p(z|y, s0) is a continuous, or more precisely, as
we operate on float32 numbers on digital computer hardware,
a high dimensional discrete distribution. As an example, in
our case we have a grid of 100 by 50 float32 numbers for
a subsurface image. This means that the number of events
is about 232·5000, which makes it impossible to estimate a
probability for each event. Even assuming that the values at
each grid point are independent, it is still infeasible as there are
approximately 5000·232 ≈ 2·1010 different discrete probability
events.

As a consequence, simplification is required to estimate the
density qϕ(z|y, s0). Different parametric and non-parametric
methods for density estimation methods exist [57]. Here, we
use a common approach of assuming independent Gaussian
distributions for every i-th element zi of z ∈ RNxNz for
qϕ(z|y, s0) with fixed variance σ2 and means µ(y, s0).
The i-th mean µi(y, s0) is the i-th output of the decoder
µ(y, s0), which depends on the decoder inputs y and s0. Our
simulation results show that sufficiently good communication
performance can be achieved under this assumption. We leave
the investigation of different parametric distributions as further
research work.

Given this assumption, our optimization objective of the
cross entropy (16) becomes

Ep(y,s0) [H (p(z|y, s0), qϕ(z|y, s0))] (23)
=Ep(z,y,s0) [log (qϕ(z|y, s0))] (24)

=Ep(z,y,s0)

[
log

(
NxNz∏
i=1

1√
2πσ2

exp

(
− (zi − µi(y, s0))

2

2σ2

))]
(25)

=Ep(z,y,s0)

[
1

2σ2

NxNz∑
i=1

(zi − µi(y, s0))
2

]
+NxNz log

√
2πσ2

(26)

=
1

2σ2
Ep(z,y,s0)

[
∥z − µ(y, s0)∥22

]
+NxNz log

√
2πσ2.

(27)

We see that under the given assumption our optimiza-
tion objective becomes the Mean Square Error (MSE) loss
Ep(z,y,s0)

[
∥z − µ(y, s0)∥22

]
[58]. Estimating the gradient for

a batch of training data for (27) with respect to the encoder
and decoder parameters ϕ,θ1, . . . ,θNℓ

is done as shown in
(19) and (22).

IV. SIMULATION RESULTS

In the following, we evaluate the ATC-FWI algorithm
together with our proposed communication system. First, we
introduce the communication systems for comparison of the
proposed semantic communication system. Then our channel
models, the used NN architectures, and the used training
dataset are explained. In Section IV-E the communication
performance, and in Section IV-F the ATC-FWI algorithm

performances are evaluated for the different communication
system designs.

A. Description of Compared Methods
In the following, the compared communication methods are

introduced, which are shown in Figs. 4 to 8.
We note again, that in the case of transmission of the

velocity model, the observations are given as sℓ = mℓ, and
the semantic variable is given as z =

∑
ℓ∈Nr

aℓrm̃ℓ. And
in the case of transmission of the gradients, the observations
are given as s = δm, and the semantic variable is given
as z =

∑
ℓ∈Nr

bℓrδmℓ. In our simulations, we set the
coefficients aℓr and bℓr to be 1/|Nr|, such that the function
F is simply the arithmetic mean.

First, a classic JSCC architecture is used where no side
information is used at the decoder, which is shown in Fig.
4. For the case of JSCC without side information, each
encoder decoder pair is optimized to individually reconstruct
the observation ŝi. To see how the impact the availability of
side information in the encoder decoder design, we compare
the case of JSCC without side information to JSCC with side
information, which is shown in Fig. 5. For JSCC (with side
information), the encoder pairs are optimized to individually
reconstruct the observation ŝi. As we consider the side infor-
mation for the encoder decoder design for all further compared
methods, we do not explicitly mention the consideration of
side information to simplify the notation, and only mention it
explicitly if no side information is used. The next approach,
referred to as distributed JSCC, shown in Fig. 6, uses a joint
decoder to decode all observations ŝ1, . . . , ŝNℓ

to exploit the
correlation between the observations 1 to Nℓ.

Furthermore, we compare the proposed semantic JSCC
and the semantic JSCC AirComp methods, which are shown
in Figs. 7 and 8, respectively. The proposed methods both
directly reconstruct the semantic variable z as distributed
function computation, instead of reconstructing the individual
observations, as only the semantic variable is required for
executing the ATC-FWI algorithm. The benefit of the semantic
JSCC AirComp approach compared to the semantic JSCC
approach is that all agents can transmit on the same channel
resources, potentially using the channel resources more effi-
ciently, with the constraint that the transmitted data needs to
be written as a nomographic function, and with the drawback
that synchronization is required [42], [43].

B. Channel Models
For the evaluation, we consider Nℓ channels from each

neighboring agents to the receiving agent as independent and
identically distributed (i.i.d.) Additive White Gaussian Noise
(AWGN) channels. The average signal power per channel use
at the decoder Pc is given as Pc =

1
NℓNch

∑NℓNch
l=1 |ci|2, where

ci is the i-th entry of the vector c, which is given as

c =

c1 + · · ·+ cNℓ
for AirComp channel,[

c⊤1 . . . c⊤Nℓ

]⊤
otherwise.

(28)

For the AirComp channel, the power of the additive noise is
σ2
n. Otherwise, for the Nℓ channels we assume noise powers
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Decoder Nℓ

ŝ1

ŝNℓ
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yNℓ

F ẑ
...

.........

Fig. 4: JSCC without side information: Each encoder decoder pair
i is optimized to reconstruct the observation ŝi without considering
side information.

Encoder 1s1

Encoder NℓsNℓ

s0

+

n1

+

nNℓ

c1

cNℓ

Decoder 1

Decoder Nℓ

ŝ1

ŝNℓ

y1

yNℓ

F ẑ
...

.........
Decoder 1

Fig. 5: JSCC: Each encoder decoder pair i is optimized to reconstruct
the observation ŝi using the side information s0.

Encoder 1s1

Encoder NℓsNℓ

s0

+

n1

+

nNℓ Decoder
ŝ1

ŝNℓ

c1

cNℓ

y1

yNℓ

F ẑ... ...

Fig. 6: Distributed JSCC: All encoders and the decoder are optimized
together to reconstruct the observations ŝ1, . . . , ŝNℓ using the side
information s0.

Encoder 1s1

Encoder NℓsNℓ

s0

+

n1

+

nNℓ

c1

cNℓ

Decoder

y1

yNℓ

ẑ...

Fig. 7: Semantic JSCC: All encoders and the decoder are optimized
together to reconstruct the semantic variable ẑ using the side infor-
mation s0.

of σ2
n1

= · · · = σ2
nNℓ

= σ2
n. The noise power σ2

n is scaled
according to SNR = Pc

σ2
n

.
Finally, the number of total channel uses for neighboring

agents transmitting to the receiving agent is always NℓNch,
meaning that for the case AirComp channel, each user trans-
mits has NℓNch channel uses, and otherwise each of the
Nℓ transmitting agents has Nch channel uses. For the case
of AirComp, we neglect synchronization offset errors in this
work, providing an upper bound on the communication per-
formance of AirComp.

C. Neural Network Architecture

For the encoder and decoder we use a Convolutional Neural
Network (CNN) architecture [59]. Each encoder consists of
five 2D-convolution layers with 60 5 × 5 convolution filters
each with batch normalization and PReLU activation function,
except the last layer, where no activation function is used,
and with respective strides of {2, 2, 2, 1, 1}. The same setup

Encoder 1s1

Encoder NℓsNℓ

s0

+

n
c1

cNℓ

Decoder
y

ẑ...

Fig. 8: Semantic JSCC AirComp: All encoders and the decoder are
optimized together to reconstruct the semantic variable ẑ using the
side information s0 for a transmission over an AirComp channel.

is used for the decoder, but with transposed convolution layers
with respective strides of {1, 1, 2, 2, 2}. The number of filters
of the last encoder layer is selected to match the number of
channel uses Nch, and the last decoder layer has just one
filter to output a 100 by 50 grid of the velocity model/the
gradients. Furthermore, data normalization is done before
the first convolution layer and denormalization after the last
decoder layer, and power normalization after the last encoder
layer to match the average power constraint.

For simplification, we use parameter sharing for the en-
coders and decoders, such that not all combinations of sending
and receiving agents need to be trained individually. For the
transmissions of the velocity models and the gradients the
same neural network architecture is used, but the training is
done with different datasets.

D. Training Data Generation and Training

As we use NNs for the encoder and decoder and do end-
to-end training, we require training data. To generate the
training data, we first generate several scenarios of velocity
models as ground truth P -wave velocity models. We consider
a 200m wide and 100m deep two dimensional slice of the
ground with associated velocity values at grid points every two
meters in both directions. We consider three different scenarios
of ground truth velocity models. The first two scenarios are
rectangular and elliptically shaped velocity anomalies with a
constant background, and the third scenario consists of three
layers with varying width with different velocities.

To then generate the training data for the communication
system consisting of the velocity models m̃ℓ and the gradients
δmℓ for all agents ℓ, the ATC-FWI algorithm is executed
with perfect communication links, and the respective velocity
models and gradients are stored as training data.
14 000 different velocity ground truth scenarios were gen-

erated, and the ATC-FWI algorithm was run for 20 iterations
with an initial model of a Gaussian filtered ground truth
for each scenario. For the training in total only 80 000
training data samples were used due to memory constraints.
For the velocity dataset, samples were removed where all
agents had nearly identical data to avoid overfitting to the side
information, and for the gradient dataset 80 000 samples were
selected randomly. All models are trained for 300 epochs with
a learning rate of 10−4. For the last few epochs the learning
rate is lowered stepwise until 10−7.
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Fig. 9: Communication performance: NMSE of the semantic variable
in dB for different channel SNRs is shown for the velocity and
gradient evaluation datasets with 91 channel uses, training SNR
10 dB, and Nℓ = 2.

E. Results - Communication Performance

Our performance metric to evaluate the communication
performance is the Normalized Mean Square Error (NMSE)
of the semantic variable ∥ẑ−z∥2

2

∥z∥2
2

, where ẑ is the reconstructed
semantic variable at the receiving agent, and z is the semantic
variable ground truth. Figs. 9 and 10 show the NMSE of
the semantic variable over different channel SNRs for 15 000
evaluation data samples that were not used for training.

The training SNR is set to 10 dB, and the number of channel
uses is Nch = 91. Fig. 9a shows the results for the velocity
dataset, and Fig. 9b shows the results for the gradient dataset
for the case of two transmitting agents. Analogously, Fig. 10
shows the results for seven transmitting agents.

For the velocity datasets, the results are shown for two trans-
mitting agents (Nℓ = 2) in Fig. 9a, and for seven transmitting
agents (Nℓ = 7) in Fig. 10a. It is observed that considering
the side information at the decoder significantly improves the
NMSE of the semantic variable for the velocity dataset. This
is expected as the correlation between the velocity models
from the transmitting agents to the receiving agent is high.

JSCC without side information
JSCC
Distributed JSCC
Semantic JSCC
Semantic JSCC AirComp

(a) Velocity Dataset
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(b) Gradient Dataset
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Fig. 10: Communication performance: NMSE of the semantic vari-
able in dB for different channel SNRs is shown for the velocity
and gradient evaluation datasets with 91 channel uses, training SNR
10 dB, and Nℓ = 7.

The distributed JSCC, the semantic JSCC, and the semantic
JSCC AirComp approach achieve a lower NMSE than the
JSCC approach, as they consider the correlation of the velocity
models between all agents. The three models all achieve nearly
the same NMSE.

The achieved NMSE for the semantic JSCC approach is
expected to be the same as the distributed JSCC approach,
as the pixel-wise correlation of the velocity models is always
non-negative. For the special case of Gaussian sources it is
known that for linear function computation of two variables,
which can be written as a sum of two variables with positive
weights, the required sum rate for asymptotically error free
reconstruction is the same whether the linear function is
reconstructed or the individual variables are reconstructed, if
the correlation between the two variables is non-negative [46],
[47]. Furthermore, if the correlation between the two variables
is negative, the required sum rate is smaller if the decoder
directly reconstructs the function [47].

For the gradient dataset, the absolute value of the correlation
of the gradients to be transmitted is lower compared to the
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Fig. 11: ATC-FWI algorithm performance: NMSE of the estimated
velocity averaged over all agents and the ATC-FWI cost function over
the algorithm iterations is shown for a MAS of eight agents with a
line communication topology (two communicating neighbors for each
agent, except at the edges only one communicating neighbor).

velocity dataset. However, there is some negative pixel-wise
correlation for the gradient dataset. The results are shown
in Fig. 9b for two transmitting agents, and in Fig. 10b for
seven transmitting agents. For the gradient dataset, using the
side information at the decoder resulted in overfitting of the
encoders and decoder during training. As a consequence,
the side information was not used for the JSCC approach.
For the gradient dataset, the improvement in NMSE of the
semantic JSCC approach to the distributed JSCC approach
is significantly larger compared to the case of the velocity
dataset. As discussed above, for the special case of Gaussian
sources, the required sum rate can be smaller if the decoder
directly reconstructs the function in the semantic JSCC ap-
proach compared to the distributed JSCC approach, where
all individual variables are reconstructed if the correlation is
negative. This effect is observed to be larger for the case of
seven transmitters in Fig. 10b. Finally, the semantic JSCC
AirComp approach outperforms all other methods for the
gradient dataset, which is expected here, as AirComp is more

JSCC without side information
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Fig. 12: ATC-FWI algorithm performance: NMSE of the estimated
velocity averaged over all agents and the ATC-FWI cost function over
the algorithm iterations is shown for a MAS of eight agents with a
full mesh communication topology (seven communicating neighbors
for each agent).

advantageous for a larger number of agents, as the shared
bandwidth for all agents increases [17].

F. Results - ATC-FWI Algorithm Performance With Commu-
nication

For the simulation of the ATC-FWI algorithm with the
different communication systems, we use the trained end-to-
end communication systems that were evaluated for their com-
munication performance in the previous section. Furthermore,
we compare the proposed communication systems with the
case where no errors during communication occur, which is
referred to as perfect communication in the following.

Our evaluation metric for the ATC-FWI algorithm at itera-
tion k is the NMSE of the estimated velocity averaged over
all agents, given as

1

NR

NR∑
r=1

∥m[k]
r −m∗∥22
∥m∗∥22

, (29)
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where m∗ is the velocity model ground truth. Furthermore,
we show the global cost of the ATC-FWI algorithm (6) over
the number of iterations k. The results are averaged over 100
independent runs with different velocity ground truths from
the evaluation dataset. The seismic source locations are fixed
with equidistant positions for all simulations with NS = 16.
We employ NR = 8 agents for all simulations, where for each
run, the agents’ positions are selected randomly on a line of
the surface of the two dimensional slice of the ground. We
investigate a line and a full mesh communication topology. For
the line topology every agent is able to communicate only with
its direct neighbors, meaning that each agent can communicate
with two neighbors, which corresponds to the investigation in
the previous section of the case of two transmitting agents.
The agents at the end of the line can only communicate with
one neighbor. For the full mesh topology, every agent can
communicate with every other agent, meaning that for our
setting of eight agents, this corresponds to the investigation
in the previous section of the case of seven transmitting
neighbors.

As the ATC-FWI algorithm is sensitive to initialization,
the less precise distributed traveltime tomography algorithm,
could be run for a few iterations to serve as the input for the
ATC-FWI algorithm, as the distributed traveltime tomography
is not sensitive to initialization [60]. Here, we simply use
a Gaussian smoothed version of the true velocity model for
the initialization of the ATC-FWI algorithm. Furthermore, we
locally stop the ATC-FWI algorithm prematurely at each agent
if the local cost (7) increases to avoid divergence of the
algorithm, with the averaged cost shown in Figs. 11b and 12b.

The results for the line topology, where the agents can only
communicate with their direct neighbors, are shown in Fig. 11.
If no side information is used at the decoder, the performance
is significantly limited by the compression from NxNz = 5000
grid point values to Nch = 91 channel uses. The semantic
JSCC and the semantic JSCC AirComp perform similarly and
slightly outperform the other methods in terms of NMSE of
the estimated velocity model.

For the case of the full mesh topology (Fig. 12), the overall
NMSE is much lower compared to the line topology after
40 iterations, as the gradients and velocity models can be
exchanged more easily between the agents. Furthermore, the
advantage of the semantic JSCC and the semantic JSCC
AirComp approaches is significantly larger, which can be
explained by the previously observed lower NMSE for the
gradient transmission in Fig. 10b.

Finally, we show the estimated velocity models for one
velocity model with a squared anomaly of about 3.20 km/s
with a background of about 1.45 km/s. The results shown in
Fig. 13 are after 40 iterations of the ATC-FWI algorithm.
For all compared methods the estimated velocity models
are shown in absolute terms, and for the methods without
perfect communication, the difference of each case to the
case of perfect communication is shown, which shows that
without perfect communication, the velocity of the anomaly
is underestimated on average. It can be seen that semantic
JSCC AirComp outperforms the other methods.
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Fig. 13: The estimated velocity for the agent positioned at the red
arrow after 40 iterations of the ATC-FWI algorithm is shown for a
block anomaly shown in the top left (ground truth). A MAS of eight
agents is used with a full mesh communication topology. For the case
of the ATC-FWI with perfect communication, the estimated velocity
is shown, and for the other methods, the difference to the case of
ATC-FWI with perfect communication is shown.

V. CONCLUSION

We proposed a semantic communication system for dis-
tributed function computation for the exploration/imaging
methods for MAS, investigated in this work for the ATC-FWI
algorithm. It was shown that our proposed semantic JSCC
AirComp can outperform state-of-the-art JSCC methods.

We showed that for a strict compression rate, where a
generic JSCC approach fails, our proposed semantic methods
using side information significantly outperform the generic
JSCC communication system without side information in the
imaging task. For the case of seven transmitting neighboring
agents it was demonstrated that the distributed JSCC ap-
proach could be outperformed by the proposed semantic JSCC
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approach, which again was outperformed by the proposed
semantic JSCC AirComp approach. The investigation on how
much a synchronization offset would limit the performance
of the proposed semantic JSCC AirComp approach is left as
future work.

APPENDIX
DERIVATION OF LOWER BOUND OF CONDITIONAL MUTUAL

INFORMATION

I(z;y|s0) = Ep(z,y,s0)

[
log

(
p(z|y, s0)
p(z|s0)

)]
(30)

= Ep(z,y,s0)

[
log

(
p(z|y, s0)
p(z|s0)

qϕ(z|y, s0)
qϕ(z|y, s0)

)]
(31)

= Ep(z,y,s0) [log (qϕ(z|y, s0))] (32)
− Ep(z,y,s0) [log (p(z|s0))]

+ Ep(z,y,s0)

[
log

(
p(z|y, s0)
qϕ(z|y, s0)

)]
= Ep(y,s0)

[
Ep(z|y,s0) [log (qϕ(z|y, s0))]

]
(33)

− Ep(z,s0) [log (p(z|s0))]

+ Ep(z,y,s0)

[
log

(
p(z|y, s0)
qϕ(z|y, s0)

)]
= −Ep(y,s0) [H (p(z|y, s0), qϕ(z|y, s0))] (34)

+ Ep(s0) [H(p(z|s0))]
+ Ep(y,s0) [DKL (p(z|y, s0)||qϕ(z|y, s0))]

≥ −Ep(y,s0) [H (p(z|y, s0), qϕ(z|y, s0))] (35)
+ Ep(s0) [H(p(z|s0))] ,

where Ep(x)[·] is the expected value with respect to x ∼ p(x),
H(·) is the Shannon entropy, H(q, p) is the cross entropy
between p and q, and DKL(p||q) is the KL divergence from p
to q. The step for (35) uses the fact that the KL divergence is
non-negative [52].
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