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Abstract—This paper presents a deep learning-based method
for predicting signal to interference and noise ratio (SINR) in
direct-to-device low earth orbit (LEO) satellite communication
under inter-constellation interference. The rapid mobility of
LEO satellites causes severe SINR fluctuations, while large
propagation delays lead to outdated measurements. These effects,
combined with inter-constellation interference, make accurate
SINR prediction essential for reliable satellite communication. To
this end, we first emulate SINR dynamics with inter-constellation
interference scenario, and propose a noise-adaptive Kalman filter
(KF) as a model-based baseline. Since its performance is limited
for multi-step prediction, we introduce lightweight recurrent
neural network (RNN)-based models, including long short term
memory (LSTM), gated recurrent unit (GRU), Bidirectional
LSTM (BiLSTM), and an encoder–decoder LSTM. Simulation
results show that the proposed models significantly outperform
the KF, particularly in multi-step prediction, demonstrating their
ability to capture temporal correlations in interference-limited
satellite channels and enabling practical link quality prediction
in non-terrestrial networks (NTNs).

Index Terms—non-terrestrial network, prediction, SINR, link
quality, Kalman Filter, LSTM, mega constellation

I. INTRODUCTION

NTNs based on 3GPP [1] use satellites, high altitude plat-
form stations (HAPSs), and unmanned aerial vehicles (UAVs)
to provide connectivity in remote or obstructed areas, enhanc-
ing capacity in urban areas, supporting disaster recovery, and
ensure continuous coverage [2]. Among them, LEO constella-
tions are central, offering global coverage with lower latency
and cost than medium earth orbits (MEO)/geostationary earth
orbits (GEO) satellites [3], driving mega-constellations like
Starlink and OneWeb. A key 6G use case is direct LEO-to-
handheld and internet of things (IoT) connectivity in sub-
6GHz bands for applications such as remote sensing and
emergency services [4].

The presence of multiple LEO satellites over the geograph-
ical area of user equipments (UEs) can lead to significant
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multiple access interference (MAI) in downlink (DL) specif-
ically, either in an intra-constellation or an inter-constellation
interference scenario [5]. Since UEs devices don’t have large
scale antenna arrays their ability to perform effective spatial
interference mitigation is limited, making accurate SINR pre-
diction essential for proactive link adaptation. Furthermore,
orbital dynamics and constellation design cause complex mo-
bility of serving and interfering satellites, while large-scale,
small-scale, and atmospheric fading make SINR at UEs highly
time-variant. Channel aging due to fast movement of the LEO
satellites and the delay of propagation, causes the channel state
information (CSI) and then channel quality indicator (CQI)
feedback to be outdated at the satellite side [6]. Accurate
prediction of SINR can help mitigate the impact of such
feedback delays. RNN-based machine learning (ML) models,
particularly LSTM and BiLSTM, are promising data driven
solutions learning the temporal dynamics of the communica-
tion link and then predicting the link quality in form of the
SINR. These models can effectively anticipate SINR trends
based on over flight patterns, thereby enhancing scheduling,
link adaptation, and resource allocation decisions even un-
der outdated or delayed feedback conditions. For terrestrial
networks (TNs), [7] applies RNN-based and Random Forest
models to predict SINR from real-world measurements. For
NTNs, [6] employs parallel LSTM networks and adapts ML
parameters to environmental changes for CQI prediction at
the UE. However, existing works focus on single-satellite
scenarios and lack comprehensive interference modeling that
accounts for inter-constellation dynamics as a critical gap
as multiple mega-constellations increasingly will share sub
6GHz spectrum.

A. Paper Contributions

This work addresses SINR prediction under inter-
constellation interference, where a UE served by one LEO
constellation experiences interference from another with dis-
tinct orbital parameters. This scenario is often overlooked
in prior single satellite works [6]. Our contributions are:
(i) a comprehensive SINR emulation framework combining
dual Walker constellations, cyclic frequency reuse, stochastic



traffic, and elevation-dependent 3GPP NTN channel mod-
els; (ii) elevation-based dataset partitioning exploiting fading
statistics’ dependence on elevation angle; (iii) a noise-adaptive
KF with heteroscedastic measurement noise derived via error
propagation from the SINR ratio structure; and (iv) condi-
tional outage probability Pout linking prediction errors to link
adaptation failures. While the RNN architectures are standard,
we contribute their adaptation to inter-constellation scenarios
through elevation-aware data partitioning, partial autocorrela-
tion function (PACF)-based input window selection, and multi-
horizon output formulation. Results show Pout < 11% for a
prediction horizon of ten, which is sufficient to compensate
NTN delays of 2ms to 25ms.

B. Paper Outline

The rest of the paper is organized as: Section II presents
the system model with SINR time-series generation; Section
III discusses SINR prediction; Section IV presents results; and
Section V concludes.

Notation: Sets, vectors, and matrices are denoted by calli-
graphic, bold lowercase, and bold uppercase letters, respec-
tively. || · || and | · | represent the L2 norm and set size.

II. SYSTEM MODEL

Consider an Earth-fixed coverage region A centered at
o = (lato, lono), comprising seven adjacent hexagonal cells
of radius rC , each centered at pCζ

for ζ = 0, 1, . . . , 6. A UE
at position pUE within cell C0 ⊆ A ⊂ R2 receives DL service
from one LEO constellation while experiencing interference
from another, both modeled as Walker constellations:

Wm = Walker
(
im, Nsatm , Nplanesm , fm

)
, (1)

where m = 1 and m = 2 denote serving and interfering
constellations, respectively, with im the orbital inclination,
Nsatm total satellites, Nplanesm orbital planes, and fm the
phase factor. S(t) ⊂ W1 and B(t) ⊂ W2 denote visible
satellites over A. Each satellite generates one directional beam
and is assigned frequency fκ, κ ∈ [1, L], following cyclic
reuse κ = (j mod L) + 1 based on satellite index j. The
serving satellite bs ∈ S(t), with frequency fκ and traffic
pattern Ts, is selected as the one with highest elevation angle,
providing the most favorable channel conditions. The UE
remains connected until it sets and reconnects similarly upon
handover. I(t) ⊆ B(t) denotes the set of interfering satellites
bi sharing the same frequency fκ at time t.

The instantaneous SINR at the UE terminal follows:

Γ(t) =
Ps(t)

I(t) +NUE(t)
, (2)

where I(t) is the total aggregated received interference power:

I(t) =
∑

bi∈I(t)

δbi(t) · Pi(t), (3)

Ps(t) is the power received from bs, Pi(t) is the interference
power received from an interfering satellite, bi ∈ I(t) and
NUE(t) is the noise power at UE terminal. Let δbi(t) ∈ {0, 1}

C0

A
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IoT

Fig. 1: LEO satellite constellation direct to the device com-
munication in sub 6GHz band use cases over a geographical
area A. Frequency-reuse option 2 based on [8], which each
color means a specific frequency band.

indicate temporal overlap between traffic patterns Ti and Ts at
time t. Traffic, dynamicity, change of interfering and serving
satellites over time, and channel between satellites and the UE,
Γ(t) shows jumpy behavior as will be shown in Section IV.

The power received from satellite bs is:

Ps(t) = PTx ·GTx(θel(t)) ·GRx·
L−1
Pl (θel(t), fc) · χShF(θel(t)) · |χSSF(θel(t))|2 (4)

where θel(t) is the elevation angle between satellite bs and the
UE, dependent on the satellite’s orbital trajectory; PTx is the
transmit power of satellite bs as specified in [8]; GTx(θel(t))
is the transmit antenna gain (circular-aperture reflector [8]),
with each satellite directing its beam toward cell center pCζ

.
The gain toward pUE follows a Gaussian pattern to show the
main lobe behavior relevant to elevation dependent analysis:

GTx(pUE) = GTx(pCζ
) exp

(
−β∥pUE − pCζ

∥2
)
, (5)

where β = 2 ln 2/r2C is the beam shape factor; GRx is the UE
antenna gain; L−1

Pl (θel(t), fc) is the total path loss (free space
pathloss (FSPL) plus all possible atmospheric losses of below
6GHz) from [1]; χShF(θel(t)) is the large-scale slow shadow
fading factor, modeled as log-normal with zero mean and
standard deviation σShF (θel(t)) from [1]; and χSSF(θel(t)) is
the fast flat small-scale fading channel whose envelope |χSSF|
follows a Shadowed Rician distribution,

|χSSF(θel(t))| ∼ SR
(
Ω(θel),K(θel),m(θel)

)
, (6)

with Ω, K, and m being the average power, Rician K-
factor, and shadowing shape parameter, each varying with
θel(t) according to [9]. χShF(θel(t)) and χSSF(θel(t)) are
temporally correlated sequences over tthe satellite flight tra-
jectory, inherently capturing Doppler-induced coherence time
variations. Readers can refer to our Github repository for



the complete simulation framework including accurate orbital
dynamic, channel models and traffic patterns in [10]. The
interference received power, Pi(t) from bi follows the same
form as (4) using appropriate elevation angle, etc.

III. SINR PREDICTION

The prediction is performed at the UE, which computes
the instantaneous SINR, Γ(t), by measuring Ps(t) and I(t).
Following [11], [12], UEs are assumed to measure interference
and serving power at discrete instants tk = k · ∆t, k =
0, 1, . . . , Us, where Us = Tsvis /∆t, where Tsvis is the visibility
period of bs over A and ∆t is the transmission time interval
(TTI). Since practical UE measurements are noisy, we model
the observed instantaneous SINR as:

Γ̃(tk) = Γ(tk) + v(tk), (7)

where Γ(tk) is the true instantaneous SINR and v(tk) repre-
sents the measurement noise. We model v as result of noise
over measuring instantaneous powers of Ps(tk) and I(tk) as:

Γ̃(tk) =
Ps(tk) + ns

I(tk) + nI
, (8)

where ns ∼ N (0, σ2
ns
) and nI ∼ N (0, σ2

nI
) for the

sake of tractability are considered to be i.i.d. Gaussian and
independent of each other. In practice, Ps(tk) is estimated
from reference signals, while I(tk) is measured on designated
resources where the serving signal is absent. Although these
measurements contain estimation errors, particularly under
rapid channel variations, we model them through additive
Gaussian noise, which provides a tractable approximation
validated in terrestrial network studies [11]. Therefore, Γ̃(tk)
is a heteroscedastic Gaussian process because σv(tk) varies
based on the values of Ps(t) and I(t) over time. For each bs
visibility period, the sequence of Γ̃ as a time series, can be
denoted a vector γs = [Γ̃(t0), . . . , Γ̃(tUs

)]⊤ ∈ R(Us+1)×1.

A. Dataset Creation and Partitioning

The global dataset dΓ = [γ⊤
1 , · · · ,γ⊤

Nsat1
]⊤ concatenates

SINR sequences γs of serving satellites in their rise order
over the UE, where each γs has length Us + 1 depending on
pass duration. Samples are assigned to Q = 7 elevation bins,
indexed q ∈ {1, . . . , Q}, covering θel(tk) ∈ [20◦, 90◦), where
the q-th bin spans [θ

(q)
min, θ

(q)
max) = [10(q + 1)◦, 10(q + 2)◦),

yielding sub-vectors γ
(q)
s of SINR values within bin q. These

are concatenated as d
(q)
Γ = [γ

(q)⊤

1 , · · · ,γ(q)⊤

Nq
]⊤ preserving

satellite rise order, where Nq is the number of satellites
crossing bin q. This captures elevation-dependent fading pa-
rameters (σShF,Ω,K,m) and Doppler effects. Since models
are trained independently per bin on fixed-length windows,
varying sequence lengths pose no constraint. Each d

(q)
Γ is

split into d
(q)
train, d(q)

val, and d
(q)
test, then segmented into overlap-

ping windows of length W
(q)
opt = minι{ρ(γ(q), ι) < τthresh},

where ρ(·, ι) is the PACF at lag ι and τthresh =
0.2 chosen based on data coherence time [13], yielding
U

(q)
train = |d(q)

train| −W
(q)
opt + 1 windows; U (q)

val and U
(q)
test follow

similarly.

B. Adaptive Noise Modeling KF

To account for nonstationary SINR dynamics, we employ
a second-order KF that adaptively updates both process and
measurement noise covariances, to predict Γ(tk+1). Since the
exact dynamics of (2) are intractable due to orbital geom-
etry and stochastic interference pattern, we assume a linear
Gaussian constant-velocity model as used in [14]. This ap-
proximation is reasonable over one prediction horizons where
SINR variations appear locally linear, with the state tracking
both SINR level and its rate of change driven by the orbital
dynamics of the serving satellite. While extended Kalman
filters or particle filters could capture nonlinear dynamics, they
need much higher computational cost unsuitable for resource-
constrained UEs. By recalling (7):

xtk+1
= Fxtk +wtk , Γ̃tk = Hxtk + vtk , (9)

where xtk = [Γtk Γ̇tk ]
⊤, wtk ∼N (0,Qtk) is process noise,

and vtk based on (7) is measurement noise. The state transition
and observation matrices are defined as

F =

[
1 ∆t
0 1

]
, H =

[
1 α

]
(10)

with α = 0.05 set based on simulation tuning. The initial
value of Γ̇tk is estimated by linear regression over the last
W

(q)
opt samples in d

(q)
train.

1) Noise Adaptation Process: By tailoring adaptive Kalman
filtering with time-varying noise covariances to SINR predic-
tion in LEO satellite links, we address the strong impact of
interference dynamics and elevation-dependent propagation on
noise behavior. Therefore, Q is re-estimated from short term
innovations, while σ2

v(tk) is derived from instantaneous Ps(t)
and I(t) via first-order error propagation, enabling robust
adaptation under nonstationary conditions.

a) Adaptive Process Noise: Every W
(q)
opt steps, Q is re-

estimated from the recent innovations. At each tk, the innova-
tion is ztk = Γ̃tk −Hx̂tk|tk−1

. The successive innovation dif-
ferences are ∆ztk = ztk − ztk−1

. To ensure that the residuals
remain locally stationary,and since a single difference is insuf-
ficient, we use the past W (q)

opt residuals {z
tk−W

(q)
opt+1

, · · · , ztk}.
The empirical variance of these differences, denoted as σ2

Q is
the process noise, wtk intensity:

Qtk = σ2
Q

[
∆t4/4 ∆t3/2
∆t3/2 ∆t2

]
(11)

b) Adaptive Measurement Noise: Recalling (8), and for
small values of ns and nI, a first-order Taylor expansion
around noise-free Γ(tk) yields

Γ̃(tk) ≈ Γ(tk) +
∂Γ

∂Ps
ns +

∂Γ

∂I
nI, (12)

therefore, the Jacobian matrix is derived from gradients
J =

[
1

I(tk)
,−Ps(tk)

I2(tk)

]
, and the noise term is

v(tk) =
ns

I(tk)
− Ps(tk)nI

I2(tk)
, (13)



Assuming σns ≪ Ps(tk) and σnI
≪ I(tk), then v can be

considered zero mean Gaussian and σv(tk) can be calculated
by Gaussian error propagation σ2

v(tk) = J diag(σ2
ns
, σ2

nI
)J⊤

based on [Ch 3.3 [15]]:

σ2
v(tk) =

1

I2(tk)
σ2
ns

+

(
Ps

I2(tk)

)2

σ2
nI
. (14)

2) Filter Recursion and Prediction: At each tk, the Kalman
filter updates its state estimate and covariance, and predicts the
next step according to (9)–(14):

Ktk = Ptk|tk−1
H⊤(HPtk|tk−1

H⊤ + σ2
v(tk)I

)−1
, (15)

x̂tk|tk = x̂tk|tk−1
+Ktk z̃tk , (16)

Ptk|tk = (I−KtkH)Ptk|tk−1
, (17)

x̂tk+1|tk = Fx̂tk|tk , (18)

Ptk+1|tk = FPtk|tkF
⊤ +Qtk . (19)

Here K, P, and I denote Kalman gain, state covariance, and
identity matrix, respectively.

C. ML-based Prediction
While the adaptive Kalman predictor exploits statistical

models and domain knowledge, we additionally evaluate
purely data-driven methods to explore their capability in
forecasting the SINR time series. This comparison allows us
to assess whether RNN architectures can match or exceed the
Kalman-based predictor in terms of accuracy and robustness,
particularly under non-linear and non-stationary interference
dynamics behavior of Γ̃(t) over time. In contrast to the Kalman
filter’s inherent limitation to single-step prediction horizons,
ML approaches allow us to formulate h-step SINR prediction
as a supervised sequence-to-sequence regression problem. We
evaluate three architectures of LSTM, GRU and BiLSTM,
ED_LSTM [16], each taking a univariate sequence of W

(q)
opt

past Γ̃ samples as input, with the corresponding elevation bin
model selected by the UE measured θel(tk).

For a window ending at step tk, the input to the neural
network is:

ω
(q)
tk

= d
(q)
train

[
tk −W

(q)
opt + 1 : tk

]
∈ Rn×W

(q)
opt ×1, (20)

where n is the batch size. The neural network (NN) predicts
the next h steps of the serving satellite SINR as

γ̂(q)
s [tk + 1 : tk + h] = fθ

(
ω

(q)
tk

)
, (21)

where θ are the NN parameters. In the rest of the paper, ϕ(·)
is the pointwise ReLU activation function in the dense layers;
W1,W2,Wo are the fully connected weight matrices (biases
omitted for brevity).

1) LSTM, GRU and BiLSTM Architectures: fθ stacks LΦ

RNN layers of type Φ ∈ {LSTM,GRU,BiLSTM} with uℓ ∈
N units in the ℓ-th RNN block, as shown in Fig. 2a, where hℓ

k

is the hidden state at tk of ℓ-th layer and h
(1)
k = ω

(q)
tk

. From
(21), fθ is realized as a stack of ℓ RNN layers followed by
a three-layer Multi-Layer Perceptron (MLP) head. The h-step
output is generated then as:

fθ(ω
(q)
tk

) = Wo ϕ
(
W2 ϕ(W1 h

(2)
k )

)
∈ Rn×h. (22)

2) Encoder–Decoder LSTM (ED_LSTM): The ED_LSTM
employs an encoder-bottleneck-decoder architecture. The en-
coder consists Le stacked LSTM layers with hidden sizes
u(e) = [u

(e)
1 , · · · , u(e)

Le
], compresses the input into a low-

dimensional latent code zk ∈ Rdz , dz is the latent dimension
size, to reduce noise and overfitting, acts as regularization to
reduce the risk of overfitting. This latent code is replicated
across the prediction horizon leading to Zk, as shown in
Fig. 2b, and then processed by a decoder with Ld stacked
LSTM layers with hidden sizes u(d) = [u

(d)
1 , · · · , u(d)

Ld
],

followed by a time-distributed dense layer after Ldth
layer, s(Ld)

ξ = Woω
(q)
tk

+ bo for ξ = 1, . . . , h, to produce
horizon-length predictions.

3) Training and Loss: Models are trained using Adam with
cosine decay, batch size n = 512, and early stopping on
validation loss computed over U

(q)
val windows. Input windows

are normalized via robust scaling. The loss function is Mean
Absolute Error (MAE) averaged over the prediction horizon
and U

(q)
train blocks:

L(θ) = 1

U
(q)
train · h

U
(q)
train∑

k=1

h∑
τ=1

∣∣∣Γ(tk + τ)− Γ̂(tk + τ)
∣∣∣ . (23)

D. Evaluation Metrics

In order to analyze the performance of predictor models, we
use Normalized Root Mean Square Error (NRMSE) metric.
Define the h-prediction error of the q-th elevation angle range
as e(q,h)k,τ = Γ (tk + τ)−Γ̂ (tk + τ), and the deviation from the
mean prediction in (21), denoted γ̄

(q)
s , as d(q,h)k,τ = Γ (tk + τ)−

γ̄
(q)
s for k = 1, . . . , U

(q)
test ; τ = 1, . . . , h. NRMSE is given by:

NRMSE(q,h) =

√
1

U
(q)
test h

∑U
(q)
test

k=1

∑h
τ=1

(
e
(q,h)
k,τ

)2

√
1

U
(q)
test h

∑U
(q)
test

k=1

∑h
τ=1

(
d
(q,h)
k,τ

)2
(24)

To quantify the effect of prediction errors on link adaptation
decisions as a system level indicator, we define the conditional
outage probability as

Pout = Pr
(
Γ(tk+h) < Γth | Γ̂(tk+h) ≥ Γth

)
, (25)

which signifies the probability that the actual SINR at t + h
falls below the threshold Γth given that the predicted SINR
suggested it will be above threshold. Similar conditional
outage formulations have been employed in rate-adaptive
systems with outdated CSI [17], where outage occurs when
the scheduled rate exceeds the instantaneous channel capacity
due to CSI mismatch.

IV. RESULTS

The simulation is done by the system level simulator devel-
oped by the authors in [10]. The serving constellation W1 is
a Walker Delta (i1 = 60◦, Nsat1 = 200, Nplanes1 = 8, f1 = 1),
and the interference constellation W2 is a Walker Star
(i2 = 90◦, Nsat2 = 200, Nplanes2 = 10, f2 = 2), results in
99.75% joint visibility. The two constellations have
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Fig. 2: ML based architectures.

TABLE I: Simulation Parameters

Coverage & Cells o = (53.110◦, 8.851◦)
rA = 80 km, rCζ

= 25 km

System (S-band) fc = 2.3GHz, BW = 30MHz
EIRP density = 34dB/MHz, GTx,max = 30dB
Beamwidth = 4.41◦, GRx = 4dB
TRx = 290K

Traffic Poisson, λTs = 4, packet size = 100± 200 B

Noise σns = σnI = 0.434 dB

Simulation 22 h, TTI = 10ms, ∼ 6.46×106 samples

NN setup LΦ = 2, uℓ = 100

Encoder: u(e) = [100, 50, 15], Le = 3
Bottleneck: dz = 128

Decoder: u(d) = [50, 100], Ld = 2

deliberately distinct parameters to create diverse interference
dynamics representative of practical multi-constellation
deployments. Also, 200 satellites per constellation inherently
demonstrates the scenario scalability to mega-constellation
scale. Additional constellations increase interference density
but do not alter the prediction problem structure. The first
60% of each d

(q)
Γ is assigned to d

(q)
train, the next 20% to d

(q)
val

and the last 20% to d
(q)
test. This enables models to learn the

dynamics of the diverse channels in multiple trajectories in
each bin q before evaluating on unseen satellites, supporting
robust generalization without leakage or overfitting. All other
parameters are reported in Table I.

As another baseline, we use Moving Average (MA) predic-
tor as:

Γ̂(tk + 1) = αΓ̃(tk)

+ (1− α)E
{
γ̂(q)[tk −W

(q)
opt + 1 : tk − 1]

}
.

(26)
in which 0 < α < 1 is the forgetting factor, set to 0.8 here.

For h = 1, Fig. 3 shows the highly fluctuating Γ due to
orbital dynamics, traffic patterns, and channel variations. It
shows the prediction accuracy of each model for next TTI
instance. The MA predictor technically can predict the mean of
the achievable SINR, while KF and ML-based predictors can
predict the changing trend, highlighting the need for reliable
predictors to avoid outage.

Fig. 4 shows the performance of each predictor model
over d

(q)
test ∀ q = 1, . . . , Q in form of NRMSE in dB.

BiLSTM has the best performance in all elevation angle
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Fig. 3: SINR prediction over time for h = 1: θel ∈ [40− 50◦)
(top) and [70− 80◦) (bottom).

ranges, except θel(t) ∈ [20◦, 30◦), and is followed by LSTM,
GRU, and ED_LSTM. This is because, as noted in [16],
when the encoder context Zk is too small because of h and
dz , it does not adequately capture the long input sequence.
The potential solution is to increase h for longer output
or adapt dz instead of keeping it fixed. Adaptive noise KF
has performance close to ML-based predictors and even in
θel(t) ∈ [60◦, 70◦), [70◦, 80◦) and [80◦, 90◦) has slightly
better accuracy than ED_LSTM because of the same reason.
As mentioned, one of the advantages of ML over KF is multi-
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Fig. 4: NRMSE vs elevation angle range for h = 1.

horizon prediction (h > 1). Fig. 5 shows NRMSE increases
with h but remains below 0 dB. A decrease at h = 2 appears



TABLE II: Pout [%] for Γth = 0dB.

h = 1 h = 10

θel BiLSTM LSTM GRU ED KF BiLSTM LSTM GRU ED

20–30 9.5 7.3 8.3 2.4 9.7 15.9 14.8 15.9 19.9
30–40 1.0 3.9 2.7 3.1 3.8 13.7 14.5 15.9 12.2
40–50 2.4 2.7 2.9 2.4 2.5 12.0 10.4 12.1 10.5
50–60 2.2 2.5 2.2 2.6 2.0 10.5 10.5 10.4 9.8
60–70 1.9 1.8 1.9 1.8 1.7 8.5 8.4 8.1 8.1
70–80 2.2 1.9 1.8 2.2 1.9 10.0 9.1 8.8 9.1
80–90 1.6 1.5 1.6 1.6 1.5 8.8 8.0 8.3 9.1

Avg 3.0 3.1 3.1 2.3 3.3 11.3 10.8 11.4 11.2

in low and mid elevation ranges for all models; however, error
accumulation dominates for h > 2. ED_LSTM and BiLSTM
perform more consistently across h > 2 due to latent space
growth and bidirectional processing, respectively.
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Fig. 5: NRMSE vs prediction horizon length

Table II reports the conditional outage probability Pout in
(25) for Γth = 0dB and h = 1 or h = 10, along with
the average across all elevation bins. The results demonstrate
among ML models, ED_LSTM achieves the lowest mean
outage (2.3%) at h = 1, benefiting from its encoder-decoder
architecture that effectively compresses temporal patterns into
a latent representation. The adaptive KF remains competitive
at high elevation angles (θel ≥ 50◦) where channel dynamics
are more predictable, but struggles at low elevations where
severe fading dominates. At h = 10, Pout increases to ap-
proximately 11% for all ML models, yet remains practical for
compensating NTN propagation delays (2ms to 25ms). LSTM
achieves the lowest mean outage (10.8%) at h = 10, making
it suitable for resource-constrained deployment. BiLSTM and
ED_LSTM show more consistent performance across horizons
h > 2. We intentionally restrict architectures to lightweight
RNN variants suitable for UE-side inference. The floating-
point operations (FLOPs) per inference are estimated as
F = Wopt · 8(d + uℓ)uℓ · LΦ + 6u2

ℓ , where d = 1 is input
dimension and yields to 4.2M, 5.4M, 6.9M, and 13.9M FLOPs
for GRU, LSTM, ED_LSTM, and BiLSTM (averaged over
elevation bins) respectively, with parameter counts of 105K,
134K, 173K, and 348K. At a TTI of 10ms, even the heaviest
model requires only 1.39×107 operations which is feasible at

1MOPS, a throughput exceeded by any low-power embedded
processor.

V. CONCLUSION

This paper proposed four deep learning models and an
adaptive KF for SINR prediction in LEO direct-to-device links
under inter-constellation interference. Beyond NRMSE, we
introduced conditional outage probability Pout to capture link
adaptation failures. Results validate elevation-based dataset
partitioning, enabling models to learn elevation-specific tem-
poral correlations. All models remain below 350K parameters
and 14M FLOPs per inference, confirming feasibility for UE
side deployment. LSTM offers the best complexity and outage
trade off. Future work includes transformer based architectures
and validation with real LEO measurements.
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