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ABSTRACT While learning-based channel predictors show promise for reducing pilot overhead in
next-generation orthogonal frequency-division multiplexing (OFDM) systems, the lack of principled
performance benchmarks prevents rigorous assessment of their proximity to theoretical limits. We derive a
closed-form linear minimum mean-square error (LMMSE) benchmark for strictly causal pilot-to-prediction
(P2P) in frequency-selective OFDM systems. For Gaussian wide-sense stationary uncorrelated scattering
(WSSUS) channels, this benchmark equals the Bayesian Cramér–Rao bound (BCRB), decomposing
irreducible error into temporal prediction and pilot-induced estimation components with closed-form
eigenvalue expressions. Evaluating five neural architectures, we find that Transformer and state-space
model (SSM) closely track the LMMSE benchmark on COST 259 channels, while long short-term memory
(LSTM) and Autoformer exhibit larger gaps. Crossformer operates below the benchmark at most tested
speeds, consistent with nonlinear exploitation of non-Gaussian structure in finite sum-of-sinusoids (SoS)
channel models, though it exhibits elevated gaps at low Doppler; a reduced-capacity ablation indicates a
capacity–architecture interaction. On 3rd Generation Partnership Project (3GPP) TR 38.901 Tapped Delay
Line-A (TDL-A) channels, both Transformer and Crossformer exhibit strictly positive gaps across all tested
speeds. This demonstrates that while nonlinear methods can surpass the linear benchmark, Transformer
and SSM have closely approached it, implying that further gains depend primarily on pilot density, signal-
to-noise ratio (SNR), or prediction horizons.

INDEX TERMS Bayesian Cramér–Rao bound, channel estimation, channel prediction, deep learning,
OFDM, Transformers, WSSUS.

I. INTRODUCTION

ORTHOGONAL frequency-division multiplexing
(OFDM) systems in 5G/6G rely on pilot symbols for

coherent demodulation. However, this overhead reduces
spectral efficiency, motivating methods that predict future
channel state information (CSI) from past observations. In
frequency-selective OFDM systems, this prediction task
faces two coupled forms of observation incompleteness.
Across frequency, coherent detection requires the channel
frequency response (CFR) on the full band, whereas
pilots occupy only a sparse subset of subcarriers. Across
time, mobility-induced Doppler spread ages the channel

between observations, and the pilot observations available
at prediction time lie strictly in the past of the symbols
whose CFRs are needed. Pilot-to-prediction (P2P) therefore
bridges a two-dimensional inference gap characteristic of
frequency-selective OFDM: it infers the full-band CFRs of
future symbols from sparse pilot observations of past ones.

This gap motivates the central question addressed in
this work: how much of the residual prediction error is
imposed by the sparse, noisy, strictly past pilot observations
themselves, and how much is due to predictor design.
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A. Related Work
As illustrated in Fig. 1, two broad approaches to chan-
nel prediction can be distinguished. Classical approaches
(dashed path) follow a two-stage pipeline: first estimating
the full channel grid from dense pilots, then applying
temporal filtering (e.g., Wiener/Kalman filtering [1], [2]).
This pipeline requires pilot densities that satisfy coherence-
time and coherence-bandwidth sampling limits, making it
ill-suited for pilot-sparse scenarios. Learned temporal pre-
dictors, including Transformer-based approaches [3] and
recurrent networks [4], improve prediction accuracy but still
require a preceding full-grid estimation stage and address
temporal and frequency dimensions separately. In contrast,
the strictly causal (i.e., using only observations prior to the
prediction window) P2P paradigm [5] (solid path) creates a
direct, end-to-end mapping from sparse, noisy pilot obser-
vations to future full-band CFRs, bypassing the intermediate
full-grid estimation step.

While learning-based P2P models, particularly Transform-
ers [5], have demonstrated empirical success, their theoret-
ical optimality remains unexamined. Standard performance
bounds such as the Bayesian Cramér–Rao bound (BCRB) [6]
and the posterior Cramér–Rao bound [7], [8] are derived
for the estimation of current channel states given con-
current observations. Predictive Cramér–Rao bounds have
been studied for general nonlinear state-space models [9]
and, in asymptotic parametric form, for the extrapolation
of mobile multiple-input multiple-output (MIMO)-OFDM
channels [10]. A related Cramér–Rao-based analysis has
also been presented for a symbol-detection-aided predictor
in fast-varying massive MIMO systems [11]. However, to
the best of our knowledge, no closed-form Bayesian bound
has been derived for strictly causal prediction of future full-
band CFRs from past pilot-only observations under separable
wide-sense stationary uncorrelated scattering (WSSUS) dy-
namics. Whereas [5] evaluated a Transformer P2P predictor
empirically against a perfect-CSI receiver reference, the
present work derives the closed-form LMMSE benchmark
itself.

Independent of the bound question, the optimal neural
architecture for P2P remains contested. Transformers [12]
and long short-term memory (LSTM) networks [13] rely
on global attention and recurrent gating, respectively. Be-
yond these baselines, emerging architectures introduce dis-
tinct inductive biases: linear recurrence in state-space mod-
els (SSMs) [14], seasonal-trend decomposition in Aut-
oformer [15], and cross-dimension attention in Cross-
former [16]. Transformer- and SSM-based predictors have
recently been applied to channel prediction from past full-
CSI sequences [17], [18]; however, the suitability of these
inductive biases for strictly causal P2P has not yet been
systematically evaluated against a principled benchmark.
While recent work has proposed P2P architectures for
MIMO-OFDM systems [19], rigorous Bayesian performance
benchmarking is first required for the fundamental single-
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FIGURE 1. Overview of the P2P concept versus the traditional
interpolation-based pipeline (dashed).

input single-output (SISO) case to isolate temporal prediction
limits from spatial multiplexing gains.

B. Contributions
This paper establishes the theoretical foundations of the
P2P paradigm and systematically benchmarks five neural
architectures:

1) Closed-Form LMMSE Benchmark for P2P: We spe-
cialize the linear minimum mean-square error (LMMSE)
framework to the strictly causal P2P observation model,
deriving a closed-form benchmark for predicting future full-
band CFRs from past noisy pilot-comb observations. Under
standard assumptions (proper complex Gaussian channel,
separable time-frequency correlation, least-squares (LS) pilot
observations), this benchmark equals the BCRB. Unlike [6],
which bounds per-path estimation from concurrent obser-
vations, and [7], which addresses filtering, our benchmark
targets strictly causal prediction from sparse pilot-comb data,
and exploits separable time-frequency structure for closed-
form eigenvalue evaluation.

2) Separable Mean-Square Error (MSE) Decomposition:
We show that the benchmark decomposes into two inter-
pretable, additive components, namely an irreducible predic-
tion error (governed by Doppler dynamics and independent
of signal-to-noise ratio (SNR)) and a pilot-induced estima-
tion error (governed by pilot sparsity, SNR, and temporal
correlation). This decomposition provides a unified frame-
work exposing four design levers: SNR, pilot density, context
length, and prediction horizon.

3) Neural Architecture Benchmark: We provide, to the best
of our knowledge, the first application of SSM (Mamba-
Hybrid), Autoformer, and Crossformer to strictly causal P2P.
Together with Transformer and LSTM baselines, this enables
a systematic comparison of five complementary inductive
biases against the LMMSE benchmark under WSSUS dy-
namics.

4) Gap to the LMMSE Benchmark: Benchmarking reveals
that Transformer and SSM track the LMMSE benchmark
within 5% across the majority of Doppler regimes on
COST 259 channels, while Crossformer operates below
it at most speeds despite elevated gaps at low Doppler.
Transformer and Crossformer results on 3rd Generation
Partnership Project (3GPP) Tapped Delay Line-A (TDL-A)
channels demonstrate the benchmark’s applicability under
spectral leakage; notably, Crossformer’s systematic below-
benchmark behavior observed on COST 259 does not persist
on TDL-A and collapses under capacity reduction, indicating
a capacity–architecture interaction. These results show that
the best-performing architectures have closely approached
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TABLE 1. Key Symbols

Symbol Definition

T,N Number of OFDM symbols, Number of subcarriers

F ,Γ,D Sets of full, pilot, and data subcarriers

|Γ| Number of pilot subcarriers

P Input sequence length (past symbols)

L Prediction horizon length

G Decoder history length

M Number of delay taps

P̄Tx Per-tone pilot power

σ2
w Per-subcarrier complex noise variance

σ2
H Average channel power

ρ Normalized noise-to-channel-power ratio (σ2
w,LS/σ

2
H )

fD Maximum Doppler frequency (vfc/c) [Hz]

νD Normalized Doppler frequency (fD/∆f )

R
(·)
t ,R

(·)
f Temporal and frequency correlation matrices

this benchmark, identifying pilot density and SNR as the
primary levers for further improvement at the evaluated
model capacity.

C. Notation
Throughout this paper, italic letters denote scalars and signal
coefficients (e.g., a,H[k, n]), bold lowercase denotes vectors
(a), bold uppercase denotes matrices (A), and calligraphic
letters denote sets (A). Time-domain signals are lowercase
(h), while their frequency-domain counterparts are uppercase
(H). Operators: transpose (·)⊤, Hermitian transpose (·)H ,
Moore–Penrose pseudoinverse (·)†, Frobenius norm ∥ · ∥F ,
trace tr(·), Hadamard product ⊙, and Kronecker product ⊗.
Table 1 summarizes key symbols.

II. SYSTEM MODEL
Consider a single-user, SISO-OFDM system operating over a
frequency-selective, time-varying fading channel, as depicted
in Fig. 2. The analytical model treats the CFR process as
zero-mean proper complex Gaussian with WSSUS second-
order statistics, classical Jakes temporal correlation, and a
multipath power-delay profile. Under standard OFDM as-
sumptions (sufficient cyclic prefix to eliminate inter-symbol
interference, perfect synchronization, quasi-static channel
per symbol), the system can be modeled in the frequency
domain. Each observation window comprises T OFDM
symbols and N subcarriers, indexed by n ∈ {0, . . . , N−1}.
Let k ∈ Z denote the temporal symbol index; thus, each
observation window spans T consecutive values of k. The
relationship between transmitted and received signal can be
represented by

Y = X⊙H+W, (1)

where Y,X,H,W ∈ CT×N denote the received signal,
transmitted signal, channel, and noise matrices, respectively;

and ⊙ is the Hadamard product. W [k, n]
i.i.d.∼ CN (0, σ2

w),
independently of H, where σ2

w is the per-subcarrier complex
noise variance. Let F ≜ {0, . . . , N − 1} denote the full
subcarrier index set, with Γ ⊂ F the pilot set and D ≜ F \Γ
the data set. The pilot subcarriers use quadrature phase-shift
keying (QPSK). For pilot subcarriers γi ∈ Γ (ordered as
γ0 < γ1 < · · · < γ|Γ|−1), the received signal is

Y [k, γi] = H[k, γi]X[k, γi] +W [k, γi]. (2)

The channel is estimated via LS as

ĤLS[k, γi] =
Y [k, γi]

X[k, γi]
. (3)

Since QPSK is constant-modulus, every pilot satisfies
|X[k, γi]|2 = P̄Tx ≜ E|X[k, γi]|2, and the LS estimation
error variance reduces to

Var
(
ĤLS[k, γi]−H[k, γi]

)
=

σ2
w

P̄Tx
. (4)

Each OFDM symbol k comprises |Γ| pilot subcarriers and
|D| data subcarriers (i.e., |Γ|+ |D| = N ). Unless otherwise
stated, every OFDM symbol uses the same comb-type pilot
set Γ = { 4i : i = 0, . . . , ⌊(N − 1)/4⌋ } (hence |Γ| =
⌈N/4⌉).

A. Neural Network Input and Output
As illustrated in Fig. 2, let k ∈ Z with k ≥ P denote the first
symbol to be predicted. The P2P predictor maps the pilot-
domain LS estimates at the P past indices k−P, . . . , k−1
(the observed past) to the full-band CFR at the L future
indices k, . . . , k+L−1 (the prediction horizon). Most pre-
dictors evaluated here use an encoder–decoder architecture
for this mapping: the encoder processes the P past pilot
observations, and the decoder produces the L predictions.
The recurrent LSTM baseline instead consumes the same P -
symbol history and rolls out the predictions autoregressively.
The following paragraphs formalize the inputs, outputs, and
training target.

Denote the true full-band CFR at symbol k by

H[k, :] ≜
[
H[k, 0], . . . ,H[k,N − 1]

]⊤ ∈ CN . (5)

For each symbol k, collect the pilot-domain LS estimates on
the fixed comb-type pilot set Γ into

ĤLS
Γ [k] = [ĤLS[k, γ0], . . . , Ĥ

LS[k, γ|Γ|−1]]
⊤ ∈ C|Γ|. (6)

Define the interleaving operator ϕ : Cm→R2m by

ϕ(z) ≜
[
ℜ(z0), ℑ(z0), . . . , ℜ(zm−1), ℑ(zm−1)

]⊤
. (7)

Encoder input. Let P ∈ Z>0 be the input sequence length
(number of observed past symbols). Here, p ∈ {0, . . . , P−1}
indexes the P rows of this input sequence from oldest to
most recent (absolute symbol index k − P + p):

Henc[p, :] = ϕ(ĤLS
Γ [ k − P + p ]), Henc ∈ RP×2|Γ|. (8)
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OFDM Tx
data on D

QPSK pilots on Γ

Freq.-selective, time-varying
WSSUS fading channel

Jakes temporal correlation
+

OFDM Rx
pilot extraction

LS estimates on Γ

X ∈ CT×N Y ∈ CT×N

W

Observation window
P past LS vectors

P2P predictor fΘ

Encoder Decoder

L future
full-band CFR

{ĤLS
Γ [i]}k−1

i=k−P

Henc∈RP×2|Γ|

Hdec∈R(G+L)×2|Γ|

Hpred∈RL×2N

now
k−P · · · k−G · · · k−1 k · · · k+L−1

Encoder input: all P past symbols Prediction horizon: L

Decoder input: G past + L zero rows

FIGURE 2. System model of the SISO-OFDM P2P chain. Data on D and QPSK pilots on Γ pass through a frequency-selective WSSUS fading channel
with Jakes temporal correlation; receiver noise W precedes pilot-domain LS estimation. The predictor uses all P past LS vectors in the encoder and
the most recent G vectors plus L zero rows in the decoder to produce L future full-band CFR predictions Hpred ∈ RL×2N .

Decoder input. Let G ≤ P be the decoder history length
and L ∈ Z>0 the prediction horizon. The decoder input Hdec

concatenates the last G rows of Henc with L zero rows:

Hdec =

[
Henc[P−G:P, :]

0L×2|Γ|

]
∈ R(G+L)×2|Γ|, (9)

with strictly causal decoder self-attention; i.e., decoder po-
sition (G+ℓ) may attend only to positions 0, . . . , G+ℓ−1
when predicting step ℓ (with ℓ = 0, . . . , L−1). For encoder–
decoder predictors, G sets the decoder warm-start length and
hence the decoder sequence length G + L rather than the
observation window: the encoder still contains all P past
pilot observations, and the decoder cross-attends to the full
encoder memory.

Network output and targets. The prediction network fΘ
with trainable parameters Θ yields the real-valued matrix
Hpred ∈ RL×2N , predicting the L symbols at indices
k, . . . , k+L−1:

Htrue[ℓ, :] ≜ ϕ(H[k + ℓ, :]),

Hpred ≡ fΘ(Henc,Hdec),
(10)

where H[k + ℓ, :] ∈ CN denotes the CFR of the ℓth future
symbol (ℓ = 0, . . . , L−1), and Htrue,Hpred ∈ RL×2N are
the interleaved real-valued target and prediction matrices,
respectively; Htrue is obtained from the complex CFR via
ϕ as in (10).

For the recurrent LSTM baseline, fΘ takes only Henc as
input; Hdec is used by the encoder–decoder predictors.

Training objective. The model is trained by minimizing
the MSE loss between the predicted and true CFR:

LMSE(Θ) =
1

L · 2N
∥Hpred −Htrue∥2F . (11)

Fig. 3 summarizes this predictor-level data flow, separat-
ing the encoder–decoder models from the recurrent LSTM
baseline. The encoder maps the P rows of Henc into the
encoder memory, a latent sequence that aggregates temporal

Henc

RP×2|Γ|

Encoder

Decoder

Output
projection

Dense

LSTM

Output
projection

Encoder–decoder
predictors LSTM baseline

Hpred

RL×2N

encoder memory

Hdec autoregressive
rollout (L steps)

FIGURE 3. Block-level architecture of the P2P predictor fΘ, mapping the
LS pilot history Henc to the full-band CFR Hpred. The Transformer,
Autoformer, Crossformer, and SSM hybrid (left) share one
encoder–decoder structure, whereas the LSTM baseline (right) predicts
from Henc alone, without the decoder input Hdec.

context. The decoder, warm-started with the G history rows
of Hdec, extrapolates the channel evolution conditioned on
this memory. The output projection then maps each of the
L decoder states at the prediction positions to one 2N -
dimensional row of Hpred, completing the direct pilot-to-
full-band mapping. In the LSTM baseline, a dense layer
embeds each row of Henc, the recurrent layers propagate
hidden and cell states across the P observations and the L
autoregressive rollout steps, and a separate output projection
maps each rollout hidden state to one row of Hpred.

B. WSSUS Channel Model
The channel model assumes WSSUS [20] fading with Jakes
temporal correlation [21] and power-delay statistics. Using
the normalized Doppler νD ≜ fD/∆f (subcarrier spac-
ing ∆f , neglecting cyclic prefix duration consistent with
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the simulations), the per-subcarrier temporal autocorrelation
function at symbol lag τ is

RH [τ ] = σ2
H J0

(
2πνD |τ |

)
, τ ∈ Z, (12)

where J0(·) denotes the Bessel function of the first kind
of order zero [22]. The normalized power-delay profile
(PDP) {(αm, τm)}M−1

m=0 comprises M taps, with normalized
powers αm ≥ 0 satisfying

∑M−1
m=0 αm = 1, and delays τm

in sampling periods Ts=1/(N∆f). Its induced frequency
correlation function at subcarrier lag ∆ is

Rf [∆] =

M−1∑
m=0

αm e−j 2π
N ∆τm , ∆ ∈ Z. (13)

Since this correlation depends only on the subcarrier lag ∆,
the resulting frequency correlation matrix Rf ∈ CN×N is a
Toeplitz matrix. Its diagonal elements are Rf [0] = 1, so it
satisfies tr(Rf ) = N .

III. LMMSE PERFORMANCE BENCHMARK
This section derives the LMMSE benchmark for prediction
of the future full-band CFR from past noisy pilot obser-
vations. Under joint Gaussianity, it equals the Bayesian
minimum mean-square error (MMSE) [23] and is achieved
by the optimal linear predictor. The remainder of this section
first specifies the joint second-order model and assumptions,
states Proposition 1, and relates the complex-domain bench-
mark to the real-valued training metric. It then decomposes
the benchmark into prediction and estimation terms, evalu-
ates the latter in eigen-mode form, recombines both terms,
and examines the low-mobility limit and the scope of the
LMMSE reference.

Construct the frequency-domain channel vector θ ∈
CP |Γ|+LN over the past pilot subcarriers and future full-
band subcarriers as

θ ≜

[
Hpast,Γ

Hfut,F

]
. (14)

Here, [Hpast,Γ]a |Γ|+i = H[k−P+a, γi] (with a ∈
{0, . . . , P−1}, i ∈ {0, . . . , |Γ|−1}) and [Hfut,F ]ℓN+n =
H[k+ℓ, n] (with ℓ ∈ {0, . . . , L−1}, n ∈ {0, . . . , N−1}),
i.e., both vectors stack symbols chronologically, with the
subcarrier index varying fastest.

Covariance structure. Assuming independent scattering
delays and a common Jakes Doppler spectrum across all taps
(Section II-B), the WSSUS model induces a separable time-
frequency correlation structure. The block covariance matrix
Σ ≜ E[θθH ] ∈ C(P |Γ|+LN)×(P |Γ|+LN) takes the Kronecker
form

Σ =

[
Σpast ΣH

cross

Σcross Σfut

]
, (15)

where the blocks are defined as

Σpast = σ2
H

(
Rpast

t ⊗RΓΓ
f

)
∈ CP |Γ|×P |Γ|, (16)

Σfut = σ2
H

(
Rfut

t ⊗Rf

)
∈ CLN×LN , (17)

Σcross = σ2
H

(
Rcross

t ⊗RFΓ
f

)
∈ CLN×P |Γ|. (18)

Structurally, Σpast and Σfut capture the prior correlation
within the past pilots and future targets, respectively, while
the off-diagonal block Σcross encodes the temporal cross-
correlation between past and future. Here, the temporal cor-
relation matrices Rpast

t ∈ RP×P , Rfut
t ∈ RL×L, Rcross

t ∈
RL×P contain Jakes’ correlation J0(2πνDτ) for past, future,
and cross-terms; the frequency correlation matrices RΓΓ

f ∈
C|Γ|×|Γ|, RFΓ

f ∈ CN×|Γ| are constructed from the PDP-
induced correlation Rf [∆]. With a, b ∈ {0, . . . , P − 1},
ℓ, ℓ′ ∈ {0, . . . , L − 1}, n ∈ {0, . . . , N − 1}, and i, j ∈
{0, . . . , |Γ| − 1}, we have:

[Rpast
t ]a,b = J0(2πνD|a− b|),

[Rfut
t ]ℓ,ℓ′ = J0(2πνD|ℓ− ℓ′|),

[Rcross
t ]ℓ,a = J0(2πνD(ℓ+ P − a)),

RΓΓ
f = [Rf [γi − γj ]]i,j ,

RFΓ
f = [Rf [n− γi]]n,i. (19)

This separable structure enables closed-form evaluation of
the LMMSE benchmark in the following subsections.

Assumptions: The derivation relies on the following:
1) Joint Gaussianity: θ ∼ CN (0,Σ), so the LMMSE

estimator coincides with the unconstrained Bayesian MMSE
and its error covariance equals the BCRB [23].

2) LS observation model: The past-pilot LS observations,
stacked chronologically over the past P symbols, follow

ĤLS
past,Γ = Aθ +w, w ∼ CN

(
0, σ2

w,LSIP |Γ|
)
, (20)

with w independent of θ, pilot-selection matrix

A ≜
[
IP |Γ| 0P |Γ|×LN

]
∈ CP |Γ|×(P |Γ|+LN), (21)

noise variance σ2
w,LS ≜ σ2

w/P̄Tx, and normalized noise-to-
channel-power ratio ρ ≜ σ2

w,LS/σ
2
H = σ2

w/(P̄Txσ
2
H).

Proposition 1 (P2P LMMSE Benchmark): Under assump-
tions 1)–2), the minimum achievable MSE for predicting
Hfut,F ∈ CLN from the LS observations ĤLS

past,Γ ∈ CP |Γ|

is given by the posterior covariance

CBCRB
fut = Σfut −Σcross

(
Σpast + σ2

w,LSIP |Γ|
)−1

ΣH
cross.

(22)
The LMMSE benchmark equals the normalized trace

MSELMMSE
C (νD) =

1

LN
tr
(
CBCRB

fut

)
. (23)

Appendix A provides the derivation. Under assump-
tions 1)–2), CBCRB

fut equals both the BCRB and the LMMSE
error covariance, so the normalized trace MSELMMSE

C =
1

LN tr(CBCRB
fut ) is simultaneously a lower bound on every

predictor’s MSE and the error achieved by the optimal linear
predictor. For non-Gaussian channels (cf. the Remark in
Section III-E), the LMMSE value remains achievable but
ceases to be a lower bound; nonlinear predictors may then
operate below it.
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A. Real-Valued Training Metric
Training uses real-imaginary interleaving,

MSEtrain
R =

1

L 2N
∥Hpred −Htrue∥2F . (24)

The error terms εpred and εest,tf below are complex-domain
MSEs, related to the real-domain training metric by MSEC =
2MSER. Let HC

true denote the complex-valued prediction
target, i.e., the true CFR stacked over the L-symbol horizon:

HC
true ≜


H[k, :]⊤

H[k + 1, :]⊤

...
H[k + L− 1, :]⊤

 ∈ CL×N . (25)

B. MSE Decomposition
Let I∞ denote perfect knowledge of the true channel CFR
at pilot positions Γ over the last P symbols (i.e., SNR →
∞), and ILS denote the noisy LS pilot observations. Under
assumptions 1)–2), define the LMMSE predictors

H⋆
∞ ≜ E

[
HC

true

∣∣ I∞] , H⋆
LS ≜ E

[
HC

true

∣∣ ILS] , (26)

where H⋆
∞,H⋆

LS ∈ CL×N . Since w is independent of θ,
the conditional mean satisfies E[HC

true | I∞,w] = H⋆
∞;

consequently, (HC
true − H⋆

∞) is uncorrelated with (H⋆
∞ −

H⋆
LS), and the LMMSE benchmark decomposes as

MSELMMSE
C =

1

LN
E
∥∥HC

true −H⋆
∞
∥∥2
F︸ ︷︷ ︸

εpred

+
1

LN
E
∥∥H⋆

∞ −H⋆
LS

∥∥2
F︸ ︷︷ ︸

εest,tf

. (27)

More generally, under these assumptions, for any predictor
Ĥ(ILS), the same reasoning yields MSEC(Ĥ) = εpred +
1

LNE∥H⋆
∞ − Ĥ∥2F ≥ εpred + εest,tf , showing that εpred is

irreducible and equality holds iff Ĥ = H⋆
LS. The decompo-

sition in (27) isolates two fundamentally different sources of
prediction error:

1) Prediction Term (εpred): Represents the error floor
assuming noiseless pilot observations. This term is governed
by the channel’s temporal decorrelation (νD, L) and the
geometric limits of the pilot sampling (|Γ|, P ).

2) Estimation Term (εest,tf ): Captures the excess error
caused by additive noise. Its magnitude is governed by the
SNR, the averaging gain from the observation window P
and pilot density |Γ|, and the temporal correlation structure
(νD).

C. Prediction Term εpred

Using the Gaussian Schur-complement with the separable
correlation matrices defined in (19) and the Kronecker iden-

tities (A⊗B)†=A†⊗B† and tr(A⊗B)=tr(A) tr(B) [24],

εpred(νD) =
σ2
H

LN

(
tr(Rfut

t ) tr(Rf )

− tr
(
Rcross

t (Rpast
t )†Rcross⊤

t

)
× tr

(
RFΓ

f (RΓΓ
f )† (RFΓ

f )H
))

.

(28)

The pseudoinverse is required because RΓΓ
f is rank-

deficient whenever |Γ| > M ; in the default configuration,
rank(RΓΓ

f ) ≤ M=7 < |Γ|=32.

D. Estimation Term εest,tf

For the (ℓ, n)th future entry, the pilot cross-covariance is
σ2
H(r

(t)
ℓ ⊗r

(f)
n ) with [r

(t)
ℓ ]a = J0

(
2πνD(ℓ+P−a)

)
, r

(t)
ℓ ∈

RP , and [r
(f)
n ]i = Rf [n−γi], r

(f)
n ∈ C|Γ|. Hence

εest,tf(νD) =
1

LN
tr

(
Σcross

[
Σ†

past

−
(
Σpast + σ2

w,LS IP |Γ|
)−1
]
ΣH

cross

)
,

(29)

where Σcross has rows σ2
H (r

(t)
ℓ ⊗ r

(f)
n )⊤ with [r

(t)
ℓ ]a =

J0(2πνD(ℓ+P−a)) and [r
(f)
n ]i = Rf [n−γi]. With the sepa-

rable structure in (19), computing (29) reduces to eigende-
compositions of Rpast

t (P×P ) and RΓΓ
f (|Γ|×|Γ|), followed

by mode-wise coefficient evaluation.
Eigen-mode form used in evaluation (see Appendix B):

Let Rpast
t = UtΛtU

H
t and RΓΓ

f = UfΛfU
H
f , with

eigenvalues ordered so that the first rt ≜ rank(Rpast
t ) and

rf ≜ rank(RΓΓ
f ) are strictly positive. Here, Ut ∈ RP×P ,

Λt ∈ RP×P , Uf ∈ C|Γ|×|Γ|, and Λf ∈ R|Γ|×|Γ|. Define

St ≜ diag
(
UH

t Rcross⊤
t Rcross

t Ut

)
∈ RP , (30)

Sf ≜ diag
(
UH

f (RFΓ
f )HRFΓ

f Uf

)
∈ R|Γ|, (31)

and write St,i = [St]i, Sf,j = [Sf ]j , λ
(t)
i = [Λt]ii,

λ
(f)
j = [Λf ]jj . Because the block covariance Σ is positive

semidefinite, every null vector of Σpast also lies in the
null space of Σcross; equivalently, St,iSf,j = 0 whenever
λ
(t)
i λ

(f)
j = 0. Hence only modes with strictly positive

eigenvalues contribute:

εest,tf(νD) =
σ2
H

LN

rt−1∑
i=0

rf−1∑
j=0

ρSt,i Sf,j

λ
(t)
i λ

(f)
j

(
λ
(t)
i λ

(f)
j + ρ

) . (32)

Concretely, this sum represents a weighted penalty over the
rtrf active orthogonal channel modes. Modes in the null
space (λ(t)

i = 0 or λ
(f)
j = 0) carry no cross-correlation

energy (St,i=0 or Sf,j =0, respectively) and are excluded.
Among the active modes, strong ones (λ(t)

i λ
(f)
j ≫ ρ) are

estimated reliably and contribute little error, while weak,
noise-dominated modes (λ(t)

i λ
(f)
j ≪ ρ) incur maximum

penalty, quantifying the information loss due to finite SNR
and pilot sparsity.
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E. Combined Benchmark and Low-Mobility Limit
This subsection combines the prediction and estimation
terms, maps the resulting complex-domain MSE to the real-
valued metric, and then examines the low-mobility limit and
the scope of the LMMSE reference. The resulting complex-
domain benchmark is

MSELMMSE
C (νD) ≜ εpred(νD) + εest,tf(νD) , (33)

with the corresponding real-domain metric:

MSELMMSE
R (νD) = 1

2 MSELMMSE
C (νD). (34)

Low-mobility limit. At zero normalized Doppler (νD→0),

εpred(0) =
σ2
H

N

(
N − tr

(
RFΓ

f (RΓΓ
f )†(RFΓ

f )H
))

. (35)

Thus, εpred(0) = 0 iff this trace equals N , i.e., when the mul-
tipath subspace is fully observable from the pilot subcarriers.
As a reference case, when the subcarrier spacing exceeds
the coherence bandwidth so that Rf = IN (frequency-
uncorrelated subcarriers, outside the practical regime M<|Γ|
established above), we obtain εpred(0) = σ2

H(1− |Γ|/N).
The estimation-term limit follows from (32); for Rf=IN :

εest,tf(0) = σ2
H |Γ| ρ/[N(P+ρ)]. For this static, frequency-

uncorrelated case, as ρ→ 0 or P →∞, εest,tf → 0, hence
MSELMMSE

C = εpred.
Remark (LMMSE Scope): The benchmark derived above

is the LMMSE, which equals the Bayesian MMSE when the
joint distribution p(θ,y) is Gaussian [23]. For ideal Gaussian
WSSUS processes, this benchmark is tight, achieved by the
optimal linear predictor. However, practical channel simu-
lators (e.g., COST 259 [25]) employ finite sum-of-sinusoids
(SoS) Doppler models [22] with only 8–20 sinusoids per tap.
This finite-order approximation introduces bounded ampli-
tude fluctuations and deterministic phase structure that depart
from true Gaussianity. In such cases, the relation

MSEMMSE
C ≤ MSELMMSE

C (36)

implies that nonlinear predictors exploiting non-Gaussian
structure can outperform the linear benchmark. This does not
violate any estimation-theoretic bound; it reflects the perfor-
mance gap between linear and optimal Bayesian prediction
for non-Gaussian priors.

IV. SIMULATION RESULTS
Simulations employ a SISO-OFDM link with N = 128
subcarriers and a comb-type pilot pattern of size
|Γ| = 32 (25% pilot overhead). The carrier is
fc = 2.5GHz with subcarrier spacing ∆f = 15 kHz.
User velocities span v ∈ {0, . . . , 200} km/h. Frequency
selectivity follows a sample-spaced discretization of the
COST 259 Typical Urban (CTU) profile [25], yielding
a normalized seven-tap PDP {(αm, τm)}6m=0, delays (in
samples) τm ∈ {0, 1, 2, 3, 4, 5, 6}, and tap powers α =
[0.3831, 0.4077, 0.0917, 0.0822, 0.0291, 0.0041, 0.0021].
Channel/pilot normalization: σ2

H = 1, P̄Tx = 1; with

Algorithm 1 P2P Training and Evaluation Procedure
Require: Channel model and speed, Eb/N0, pilot set Γ,

window P , decoder history G, horizon L
Ensure: Trained predictor fΘ and test MSER relative to the

LMMSE benchmark MSELMMSE
R

1: Generate CFR realization pools and select training,
validation, and independently seeded test sets

2: for all sets do
3: Form noisy LS pilot estimates ĤLS

Γ for each observed
OFDM symbol {(20)}

4: Build Henc and Htrue via ϕ(·) {(8), (10)}
5: if fΘ is an encoder–decoder predictor then
6: Build Hdec from the last G pilot rows and L zero

rows {(9)}
7: end if
8: end for
9: for training epochs do

10: for all training mini-batches do
11: if fΘ is the recurrent LSTM baseline then
12: Predict Hpred = fΘ(Henc) by autoregressive

rollout
13: else
14: Predict Hpred = fΘ(Henc,Hdec)
15: end if
16: Update Θ using AdamW on LMSE

17: end for
18: Evaluate validation MSE and keep the best weights
19: end for
20: Report test MSER and its relative gap to MSELMMSE

R

Eb/N0 = 10 dB for 16-ary quadrature amplitude modulation
data symbols, yielding σ2

w = 0.025, hence ρ = 0.025. We
set the observation window equal to the encoder context,
T = P = 30 OFDM symbols, with decoder history G = 10
and prediction horizon L = 5 (≈ 333 µs ahead).

All neural models use the architectures and hyperparame-
ters in Table 2 and are trained and evaluated on COST 259
CTU channel realizations per speed: 5 × 104 for train-
ing/validation and a separate 5 × 104 test set. Training
employs an 80/20 training/validation split at the above SNR
with AdamW [26] (η = 0.001, λ = 0.004), learning-rate
schedule ηepoch = η exp(−0.1max(epoch − 9, 0)), early
stopping after 20 non-improving epochs, 200-epoch budget,
and batch size 64. We use 40 distinct random seeds per speed
level: 20 for training/validation and 20 for testing. For each
speed-method entry in Tables 3 and 5, the reported ± values
denote two-sided 95% Student’s t confidence intervals for
the mean relative gap (19 degrees of freedom). Simulations
utilize an RTX 4090, Ryzen 9 7950X3D, and 64 GB RAM.
Algorithm 1 summarizes the shared training and evaluation
workflow, with a model-specific branch that distinguishes
the encoder–decoder predictors from the recurrent LSTM
baseline.

VOLUME , 7

This article has been accepted for publication in IEEE Open Journal of the Communications Society. This is the author's version which has not been fully edited and 

content may change prior to final publication. Citation information: DOI 10.1109/OJCOMS.2026.3721910

This work is licensed under a Creative Commons Attribution 4.0 License. For more information, see https://creativecommons.org/licenses/by/4.0/



LAGONA et al.: On the Bayesian Performance Limits of Pilot-to-Prediction in Frequency-Selective OFDM Systems

TABLE 2. Neural Architectures and Hyperparameters

Category Parameter Value

Transformer (encoder–decoder) 108,800

Model / FFNa dims dmodel, dff 64, 64

Attention Heads Z 8

Encoder/Decoder Layers Φe, Φd 1, 1

Attention full enabled
Positional Embeddings fixed enabled
Activation GELUb

LSTM (Dense, 2×LSTM, Dense) 103,808

Layers 2

Hidden Size 64

Autoformer 134,912

Model / FFN dims dmodel, dff 64, 64

Attention Heads Z 8

Encoder/Decoder Layers Φe, Φd 1, 1

AutoCorrelation Factor 5

Moving-Avg Window 25

Positional Embeddings fixed enabled
Activation GELU

Crossformer 438,162

Model / FFN dims dmodel, dff 64, 64

Attention Heads Z 8

Encoder/Decoder Layers Φe, Φd 1, 1

Router-Token Factor 8

DSW Embedding enabled
Segment Length 6

Activation GELU

SSM Hybrid (Mamba encoder + Transformer decoder) 111,398

Shared Model Dim dmodel 64

Positional Embeddings fixed enabled
Activation GELU
Encoder (Mamba) Layers Φe 1

State / Conv / Expand dstate, dconv, expand 16, 4, 2

Decoder (Transformer) Layers Φd 1

Decoder Heads / FFN Z, dff 8, 64

Decoder Attention full enabled
aFFN: Feed-Forward Network. bGELU: Gaussian Error Linear Unit.

A. Comparative Analysis of Neural Architectures
The evaluation benchmarks five representative sequence pre-
dictors in terms of the real-valued test MSE between Htrue

and Hpred in (10), spanning distinct inductive biases: (i)
a standard encoder–decoder Transformer with global self-
/cross-attention for long-range context aggregation; (ii) an
LSTM as a recurrent baseline capturing local temporal
dependencies, using the common observation window of
P=30 past OFDM symbols; (iii) a hybrid SSM/Mamba
encoder + Transformer decoder, where the linear state-space
encoder efficiently models band-limited Doppler dynamics
while the decoder fuses the pilot context for extrapolation;
(iv) Autoformer, which emphasizes autocorrelation/seasonal
decomposition; and (v) Crossformer, which applies cross-
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R

FIGURE 4. Real-valued test MSE versus mobile speed for five P2P
architectures, a noise-free reference (Transformer at ∞ SNR), the LMMSE
benchmark MSELMMSE

R , and a classical two-stage baseline (LMMSE
estimation + Kalman prediction) over COST 259 CTU (N=128, |Γ|=32,
Eb/N0=10 dB, P=30, L=5).

dimension attention over segment-wise tokens. To isolate
the impact of inductive bias, four of the five architectures
(Transformer, LSTM, SSM, Autoformer) are configured with
comparable parameter budgets (∼100–135k, Table 2). The
LSTM input length was not tuned specifically for that
architecture; it follows the shared comparison protocol and
is supported by the context-length sweep in Section IV-B,
where the architecture-independent LMMSE benchmark and
Transformer predictor saturate around P≈30. Crossformer
uses a larger budget (∼438k) due to the structural overhead
of its Dimension-Segment-Wise (DSW) embedding (segment
length 6), providing a test case for capacity scaling.

Table 4 summarizes the storage and forward-pass com-
plexity of the five predictors. Space complexity is re-
ported as the trainable-parameter count, while computation
is reported as profiled FLOPs for one forward pass pro-
ducing the L-symbol prediction horizon. Asymptotically,
the full-attention encoder–decoder Transformer comprises
encoder self-attention, decoder self- and cross-attention,
pointwise and feed-forward projections, and the output
head, yielding O(P 2dmodel + (G+L)(P+G+L)dmodel +
(P+G+L)dmodeldff +LdmodelN). The LSTM scales linearly
with sequence length; Autoformer uses FFT-based auto-
correlation, O(P logP dmodel); the SSM hybrid combines
a linear-time state-space encoder with a Transformer de-
coder; and Crossformer applies cross-dimension attention
over the 2|Γ| pilot dimensions. Empirically, the four lower-
parameter models cluster within 4.85–6.22 million FLOPs
and ∼100–135k parameters, whereas Crossformer requires
107.11 million FLOPs and 4× the Transformer parameter
count. Thus, parameter count and forward FLOPs capture
different complexity axes.

Fig. 4 shows that the LMMSE benchmark
MSELMMSE

R (νD) rises monotonically with speed as
temporal prediction hardens. The five architectures form
distinct performance tiers: Transformer and SSM track the
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TABLE 3. Gap to MSELMMSE
R vs. speed. Shows relative gap

(
MSETest

R −MSELMMSE
R

)
/MSELMMSE

R ×100%; ↑ = above benchmark, ↓ = below benchmark.

Negative gaps (bold) indicate test MSE below the LMMSE benchmark (see the Remark in Section III-E).

Speed [km/h] fD [Hz] MSELMMSE
R Transformer LSTM SSM Autoformer Crossformer

0 0.00 9.088×10−5 ↓ 0.51±0.26% ↑ 9.57±0.25% ↓ 1.58±0.13% ↑ 135.85±2.93% ↑ 18.13±6.85%

3 6.94 2.524×10−4 ↑ 3.53±0.16% ↑ 13.99±0.51% ↑ 6.67±0.70% ↑ 39.06±0.79% ↑ 49.08±8.39%

7 16.20 3.395×10−4 ↑ 3.31±0.42% ↑ 13.86±0.59% ↑ 3.74±2.21% ↑ 28.78±0.68% ↑ 3.86±1.16%

11 25.46 3.845×10−4 ↑ 0.05±0.32% ↑ 7.35±0.27% ↓ 0.81±0.15% ↑ 22.52±0.57% ↓ 0.32±0.89%
17 39.35 4.588×10−4 ↓ 2.89±0.14% ↑ 2.67±0.22% ↓ 2.40±0.33% ↑ 15.69±0.47% ↓ 2.50±0.44%
30 69.44 7.175×10−4 ↓ 0.41±0.33% ↑ 3.20±0.15% ↓ 1.04±0.61% ↑ 10.34±0.25% ↑ 2.26±1.18%

50 115.74 1.066×10−3 ↑ 2.65±0.20% ↑ 7.57±0.30% ↑ 0.95±0.89% ↑ 9.44±0.27% ↓ 3.90±0.14%
70 162.04 1.438×10−3 ↑ 2.28±0.18% ↑ 4.43±0.20% ↑ 1.58±0.85% ↑ 7.40±0.26% ↓ 3.09±0.15%

100 231.48 2.264×10−3 ↑ 4.29±1.83% ↑ 6.58±0.24% ↑ 0.94±0.84% ↑ 4.75±0.17% ↓ 2.96±0.19%
120 277.78 2.813×10−3 ↑ 1.43±0.49% ↑ 7.52±0.59% ↑ 0.05±0.15% ↑ 4.12±0.13% ↓ 3.07±0.11%
150 347.22 3.913×10−3 ↑ 1.63±0.46% ↑ 4.42±0.29% ↑ 0.48±0.25% ↑ 3.59±0.20% ↓ 2.53±0.27%
170 393.52 4.827×10−3 ↑ 3.94±0.96% ↑ 5.26±0.21% ↑ 0.91±0.36% ↑ 3.19±0.18% ↓ 2.89±0.12%
200 462.96 6.269×10−3 ↑ 1.59±0.53% ↑ 6.57±0.36% ↑ 1.08±0.20% ↑ 2.82±0.17% ↓ 2.41±0.16%

Avg. +1.61% +7.15% +0.81% +22.12% +3.82%

TABLE 4. Per-Model Complexity Summary

Model Trainable parameters FLOPs (×106)a

Transformer 108,800 4.95

LSTM 103,808 6.22b

Autoformer 134,912 5.10

SSM Hybrid 111,398 4.85c

Crossformer 438,162 107.11

aFloating-point operations (FLOPs) count twice the multiply–
accumulate operations in matrix multiplications, including attention
products, and in convolutions per forward pass for the L-symbol
prediction horizon at batch size 1; elementwise operations excluded.
bIncludes the exact closed-form count for the fused two-layer LSTM
gate matrix multiplications, not captured by dispatch-level profiling.
cExcludes the elementwise Mamba selective scan; its projections and
convolution are counted.

benchmark most closely (median absolute gaps of 2.3% and
1.0%; maxima 4.3% and 6.7%), while LSTM (2.7%–14.0%
range) and Autoformer (2.8%–135.8%) deviate substantially.
No single architecture consistently achieves the lowest mean
test MSE: Transformer and SSM each do so at three of
the six speeds below 50 km/h, and Crossformer at all seven
speeds from 50 to 200 km/h.

At low speeds (0–11 km/h), relative gaps are ampli-
fied because the benchmark MSE is at its minimum and
dominated by the estimation term εest,tf . For v=0 and
v=11 km/h, Transformer and SSM both fall within 2% of
the benchmark (Table 3); at v=3 km/h, however, all architec-
tures exhibit elevated gaps (Transformer 3.5%, SSM 6.7%,
Crossformer 49.1%), consistent with the near-static channel
limiting temporal feature extraction, though the wide range
of gap magnitudes (3.5%–49.1%) indicates that architecture-
specific factors modulate severity. LSTM exhibits 7–14%
gaps across low speeds, and Autoformer shows the largest
deviation (135.8% at v=0).

In the medium-to-high speed regime (17–200 km/h), SSM
and Transformer remain within 5% of the benchmark (SSM
median 1.0%; Transformer median 2.3%), whereas LSTM
and Autoformer exhibit gaps of up to 15.7%. At the

evaluated capacity point (dmodel=64, single encoder/decoder
layer), these trends are consistent with the WSSUS/Jakes
structure favoring architectures with linear recurrence (SSM)
or global context aggregation (Transformer) over seasonal
decomposition (Autoformer). Despite its 4× parameter ad-
vantage, the Crossformer does not uniformly outperform the
lower-parameter models and exhibits severe degradation at
low Doppler (+49.1% at v=3 km/h), suggesting that capacity
alone is not sufficient for uniformly strong P2P performance.

The Transformer (∞ SNR) curve is a separate model
trained and tested with noise-free pilots (ρ=0), removing
εest,tf . Since εpred ≈ 0 for the COST 259 PDP (the
32 comb pilots span the 7-tap frequency subspace), this
curve reflects primarily the architectural overhead of the
finite-capacity Transformer. Its position one to two orders
of magnitude below the finite-SNR benchmark confirms that
εest,tf dominates the total error budget at Eb/N0=10 dB.
Its MSE dips near 100–120 km/h before resuming growth.
This non-monotonicity is consistent with sign changes in
Rpast

t : the maximum-lag entry J0(2πνD(P−1)) reaches the
first zero (≈2.405) at ≈86 km/h, with shorter temporal lags
also crossing zero as v increases; since ρ=0, this effect is
structural, not an estimation artifact.

Quantitatively, the 1–5% relative MSE gaps of Trans-
former and SSM correspond to a negligible effective SNR
difference (< 0.25 dB) under zero-forcing equalization at the
operating point (Eb/N0=10 dB). This confirms that system
performance is dominated by the estimation term εest,tf of
the LMMSE benchmark rather than architectural differences,
justifying the focus on MSE over downstream metrics such
as bit error rate.

Table 3 reveals that several models achieve negative
gaps. Transformer and SSM occasionally dip below the
benchmark (by up to ∼3%) at isolated low-Doppler speeds,
while Crossformer operates below the benchmark at 9 of
13 tested speeds, predominantly at v ≥ 50 km/h where
all gaps are negative (range [−3.9%, −2.4%]). At low
speeds (v ≤ 7 km/h), Crossformer instead lies above the
benchmark, most notably at v=3 km/h (+49.1%), where
all architectures exhibit elevated gaps and Crossformer’s
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degradation is particularly severe. The same pattern on
TDL-A (+42.8% at v=3 km/h, Table 5) is consistent with
an architectural limitation that persists across both channel
models and suggests that the Crossformer’s DSW/cross-
dimension processing may be one source of the low-Doppler
instability. As established in the Remark of Section III-E,
the finite-SoS Doppler model introduces non-Gaussian struc-
ture that permits nonlinear predictors to operate below
the LMMSE benchmark. Since Transformer and SSM also
achieve negative gaps at isolated speeds, operating below
the benchmark is not exclusive to architectures with cross-
dimension processing. However, Crossformer’s negative gaps
are more systematic (9 of 13 speeds) and stable in mag-
nitude ([−3.9%, −2.4%] for v ≥ 50 km/h). This pattern
is consistent with the Crossformer’s DSW/cross-dimension
processing capturing nonlinear dependencies that the linear
benchmark omits. Given Crossformer’s larger parameter
budget (438k), this performance likely reflects a synergy of
capacity and architecture rather than the attention mechanism
in isolation.

Classical two-stage predictors (e.g., LMMSE estimation
followed by Wiener/Kalman filtering) factorize the joint
estimation-prediction problem: per-symbol frequency esti-
mation discards temporal correlation among the P past pilot
observations, and the resulting point estimates are not suffi-
cient statistics for the prediction task. The LMMSE-Kalman
curve in Fig. 4 (constant-velocity state-space model [2]) lies
well above the benchmark at all speeds; the corresponding
relative gaps are +2472% at 0 km/h, a minimum of +245%
at 50 km/h, and +2596% at 200 km/h, reflecting both the
structural deficit of the two-stage factorization and the para-
metric model mismatch (a Jakes-matched state model would
reduce it, though the factorization loss persists). We therefore
restrict evaluation to P2P architectures that jointly process
pilot-domain observations.

B. Sensitivity Analysis
To assess parameter sensitivity, we sweep the four parame-
ters that move the LMMSE benchmark: prediction horizon
L, observation context P , pilot density |Γ|, and Eb/N0.
Fig. 5 presents a parity plot of Transformer test MSE against
MSELMMSE

R for these benchmark-dependent sweeps, while
the decoder history G is reported separately in Fig. 6 as a
model-side sensitivity because it does not enter the LMMSE
benchmark.

1) Prediction Horizon (L): The model tracks the bench-
mark tightly for L=1–10, confirming that the error increase
reflects Jakes-governed temporal decorrelation rather than
model deficiency.

2) Context Length (P ): Across P=10–50, performance
improves up to P≈30, beyond which both benchmark and
model saturate, confirming the finite information content of
the past.

3) Pilot Density (|Γ|): Across |Γ|=4–64, the model aligns
with the benchmark for |Γ| ≥ 8. At severe undersampling
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FIGURE 5. Parity plot: Transformer test MSE versus LMMSE benchmark
MSELMMSE

R for independent sweeps over L, P , |Γ|, and Eb/N0. Points
on the diagonal (y=x) indicate benchmark agreement; dotted lines mark
±10% deviation.

(|Γ|=4, 3.1% overhead), deviations appear as the network
cannot learn full-band statistics from sparse data as ef-
fectively as the LMMSE predictor with perfect covariance
knowledge. All density sweeps use equispaced, equipowered
comb-type placement, which minimizes the MSE of linear
channel estimation over WSSUS frequency-selective chan-
nels with known second-order statistics when |Γ| ≥ M [27].
The benchmark formulas (28)–(32) accept arbitrary pilot sets
Γ, enabling placement optimization as a direct extension.

4) Eb/N0 Regimes: Across 0–20 dB with a dedicated
model retrained at each operating point, the model tracks
the benchmark until diverging at 20 dB (bottom-left). Since
training and testing SNR are matched, this divergence re-
flects finite model capacity: the theoretical benchmark con-
tinues to decrease toward εpred as noise diminishes, but
the fixed-capacity network cannot follow into this low-error
regime.

5) Decoder History (G): Varying the decoder history over
G=1–30 changes the test MSE by at most about 1.4%,
with no monotonic gain from larger G and no systematic
improvement when using all P past symbols in the decoder.
Other G values yield lower Transformer test MSE at 3 km/h;
we retain G = 10 as the common encoder–decoder setting,
with a shorter decoder sequence than in the G = P case.

Fig. 6 shows the Transformer’s test MSE probabil-
ity density functions across parameter sweeps at three
speeds (3, 120, 200 km/h). The vertical dashed line marks
the LMMSE benchmark at the default configuration (L=5,
P=30, |Γ|=32, Eb/N0=10 dB). For the L and Eb/N0

sweeps, distributions remain centered on the benchmark,
indicating symmetric performance. In contrast, P and |Γ|
distributions shift rightward: both parameters exhibit dimin-
ishing returns, so increasing them beyond the coherence
time or bandwidth yields minimal improvement, while sub-
stantially reducing either degrades performance. As speed
increases, all distributions shift rightward following the
benchmark, maintaining similar relative spreads. Distribution
width reflects parameter sensitivity: narrow distributions
indicate saturation, while broader ones reveal where tuning
yields the largest gains. These results show that the Trans-
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R at the default configuration (L=5, P=30, |Γ|=32, Eb/N0=10 dB).

former achieves robust performance across diverse operating
conditions without speed-dependent degradation beyond the
LMMSE benchmark. The narrow G overlay confirms that
decoder history has little effect over the tested range.

C. Evaluation on 3GPP TR 38.901 TDL-A
We evaluate the Transformer, Crossformer, and LMMSE
benchmark on the 3GPP TR 38.901 TDL-A channel
model [28], a non-line-of-sight scenario with 23 taps and
arbitrary (non-integer) delays that contrast with the grid-
aligned COST 259 structure. The physical tap delays τ (s)m (in
seconds) enter (13) after normalization to sampling periods,
τm = τ

(s)
m · N∆f . We employ a delay spread of 300 ns

and identical system parameters (N = 128, |Γ| = 32,
fc = 2.5GHz, ∆f = 15 kHz, Eb/N0 = 10 dB, P = 30,
L = 5). Both architectures use the same hyperparameters
as in Table 2 and are retrained from scratch on TDL-A
data using the same training/validation/test construction as
for COST 259.

Table 5 reports the relative gap to MSELMMSE
R for both

predictors. The Crossformer outperforms the Transformer
at 11 of 13 speeds (v ≥ 7 km/h), averaging a 4.2% gap
versus 8.9% in this regime, though its 4× parameter budget
(Table 2) must be weighed against this margin. Both pre-
dictors exhibit wider gaps on TDL-A than on COST 259,
indicating that the 23-tap non-integer structure and corre-
sponding spectral leakage present a harder frequency-domain
representation problem for fixed-capacity architectures. The
v=3 km/h outlier persists across both channel models: the
Crossformer’s gap reaches +42.8% on TDL-A, comparable
to the +49.1% on COST 259. This pattern is consistent with
the hypothesis that the low-Doppler degradation is linked to
the Crossformer’s DSW/cross-dimension processing and not
explained solely by the channel model’s power-delay profile.

The cross-model comparison also clarifies the provenance
of the Crossformer’s below-benchmark behavior observed on
COST 259. On TDL-A, all 13 gaps are positive, eliminating
the 9 of 13 below-benchmark entries seen in Table 3. TDL-
A’s 23-tap non-integer PDP yields 1/

∑
m α2

m ≈ 7 effective
paths (vs. ≈ 3 for COST 259); the richer summation is
consistent with frequency-domain statistics that are closer to

TABLE 5. Performance on 3GPP TR 38.901 TDL-A. Comparing Transformer

and Crossformer MSE to the LMMSE benchmark (MSELMMSE
R ).

Speed [km/h] fD [Hz] MSELMMSE
R Transformer Crossformer

0 0.00 9.474×10−5 3.52±0.26% 14.73±3.74%

3 6.94 2.076×10−4 7.44±0.52% 42.76±13.08%

7 16.20 2.797×10−4 7.75±0.35% 6.04±1.03%

11 25.46 3.215×10−4 7.66±0.42% 4.71±0.57%

17 39.35 3.888×10−4 6.37±0.22% 5.81±1.32%

30 69.44 5.768×10−4 7.52±0.21% 6.34±1.53%

50 115.74 8.540×10−4 8.40±0.17% 2.33±0.18%

70 162.04 1.181×10−3 10.21±0.36% 4.28±0.35%

100 231.48 1.752×10−3 9.45±0.55% 3.57±0.31%

120 277.78 2.210×10−3 8.73±0.50% 3.61±0.23%

150 347.22 3.098×10−3 11.15±0.72% 3.18±0.28%

170 393.52 3.729×10−3 11.12±0.87% 3.05±0.21%

200 462.96 4.897×10−3 9.09±0.50% 3.72±0.28%

Avg. 8.34% 8.01%

TABLE 6. Reduced-capacity Crossformer (dmodel=dff=16) ablation. Gaps

relative to MSELMMSE
R ; below-benchmark counts negative-gap speeds.

Model Params COST 259 gap TDL-A gap Below-bench.

Crossformer (full) 438,162 +3.82% +8.01% 9/13
Crossformer (reduced) 145,962 +3.37% +19.60% 2/13
Transformer 108,800 +1.61% +8.34% 3/13

Gaussian and with the absence of below-benchmark entries.
This supports the interpretation that the below-benchmark
behavior is a channel-model-specific artifact of non-Gaussian
error structure rather than a general architectural property of
the Crossformer.

Table 6 isolates the capacity effect. Reducing the Cross-
former from 438,162 to 145,962 parameters removes its
systematic below-benchmark behavior on COST 259: the
number of speeds below the LMMSE benchmark falls from
9 to 2 of 13. On TDL-A, the reduced-capacity model has a
larger average gap (+19.60%) than both the full Crossformer
(+8.01%) and the Transformer (+8.34%). These results indi-
cate that the full Crossformer’s apparent advantage reflects a
capacity–architecture interaction: the larger parameter budget
appears important for expressing its DSW/cross-dimension
processing on finite-SoS COST 259, but the effect does not
transfer cleanly under capacity reduction or to TDL-A.

VOLUME , 11

This article has been accepted for publication in IEEE Open Journal of the Communications Society. This is the author's version which has not been fully edited and 

content may change prior to final publication. Citation information: DOI 10.1109/OJCOMS.2026.3721910

This work is licensed under a Creative Commons Attribution 4.0 License. For more information, see https://creativecommons.org/licenses/by/4.0/



LAGONA et al.: On the Bayesian Performance Limits of Pilot-to-Prediction in Frequency-Selective OFDM Systems

V. CONCLUSION
The LMMSE benchmark decomposes into a prediction term
(εpred) governed by Doppler dynamics and a pilot-induced
estimation term (εest,tf ) governed by SNR and pilot sparsity.
On COST 259, Transformer and SSM track the benchmark
within 5% at most speeds (median gaps 2.3% and 1.0%),
though SSM exhibits transient deviation at v=3 km/h (6.7%).
LSTM trails by up to 14.0%, and Autoformer shows the
largest gaps. On TDL-A, Transformer and Crossformer ex-
hibit strictly positive gaps at all tested speeds, extending
the benchmark’s applicability beyond integer-delay models.
On COST 259, conversely, Crossformer operates below the
benchmark at 9 of 13 tested speeds, consistent with nonlinear
exploitation of non-Gaussian structure in the finite-SoS chan-
nel model, though its 4× larger parameter count indicates
a capacity–architecture interaction. Whereas [5] evaluated
a single Transformer P2P predictor empirically against a
perfect-CSI receiver reference, the present work contributes
the reference itself: the closed-form LMMSE benchmark,
which equals the BCRB under joint Gaussianity, together
with its separable error decomposition. The best-performing
architectures have closely approached this benchmark, in-
dicating that, at the evaluated model capacity, further gains
are more readily achievable through optimizing pilot density,
SNR, or prediction horizons. The benchmark thus provides a
principled target and diagnostic tool for P2P predictor design
and pilot density optimization.

A natural extension is generalizing the LMMSE bench-
mark to MIMO systems, where the BCRB derivation must
account for joint space-time-frequency correlations and spa-
tially orthogonal pilot patterns. While a Transformer-based
P2P architecture for MIMO-OFDM has been proposed
in [19], deriving the corresponding closed-form bench-
mark and characterizing diversity-multiplexing trade-offs in
learning-based CSI acquisition remain open problems whose
increased covariance dimensionality places them beyond the
scope of the present work. A second direction concerns pilot
placement optimization; since the derived benchmark accepts
arbitrary pilot sets, it provides a closed-form objective for
optimizing pilot positions at a given budget.

Appendix A
Proof of Proposition 1
Under the joint Gaussian prior (14) and the linear observation
model (20), the observation ĤLS

past,Γ = Aθ +w is a linear
transformation of the independent proper complex Gaussian
vectors θ and w, and is therefore jointly Gaussian with every
sub-vector of θ. Writing x ≜ Hfut,F and y ≜ ĤLS

past,Γ, and
noting that A = [IP |Γ| 0] selects the past-pilot block while
Cov(x,w) = 0 by independence, the joint covariance is

Cov

(
x
y

)
=

[
Σfut Σcross

ΣH
cross Σpast + σ2

w,LS IP |Γ|

]
. (37)

For proper CN vectors (vanishing pseudo-covariance),
the conditional covariance follows the standard Schur-

complement form with Hermitian adjoints [23]:

Cov(x | y) = Σxx −Σxy Σ
−1
yy ΣH

xy. (38)

Identifying Σxx = Σfut, Σxy = Σcross, and Σyy = Σpast+
σ2
w,LSIP |Γ| (strictly positive definite for any σ2

w,LS > 0)
yields (22). This posterior covariance is simultaneously the
LMMSE error covariance and, under joint Gaussianity, the
BCRB [7], [23], so the benchmark is tight and achieved by
the optimal linear predictor. □

Appendix B
Eigen-mode Derivation
This appendix derives the eigen-mode expression (32) from
the trace form (29).

1) Kronecker Eigendecomposition. Let Rpast
t = UtΛtU

H
t

and RΓΓ
f = UfΛfU

H
f with eigenvalues λ

(t)
i , λ(f)

j . By the
mixed-product property [24],

Rpast
t ⊗RΓΓ

f = (Ut ⊗Uf )(Λt ⊗ Λf )(Ut ⊗Uf )
H , (39)

where Λt ⊗ Λf = diag({λ(t)
i λ

(f)
j }i,j).

2) Trace Diagonalization. Substitute into (29) and ap-
ply the cyclic trace property tr(XYXH) = tr(YXHX).
Noting that ΣH

crossΣcross = σ4
H (At ⊗ BHB) with At ≜∑

ℓ r
(t)
ℓ r

(t)⊤
ℓ and B ≜ RFΓ

f , the unitary transformation
(Ut ⊗ Uf ) diagonalizes the expression. The bracketed op-
erator in (29) is Q ≜ Σ†

past − (Σpast + σ2
w,LS IP |Γ|)

−1 =
1

σ2
H

[
(Rpast

t ⊗RΓΓ
f )†− (Rpast

t ⊗RΓΓ
f +ρ IP |Γ|)

−1
]
, where the

factor 1/σ2
H follows from Σpast = σ2

H(Rpast
t ⊗RΓΓ

f ). Since
Σ ⪰ 0, null modes of Σpast lie in the null space of Σcross,
so only the rtrf active modes with λ

(t)
i λ

(f)
j > 0 contribute:

tr
(
QΣH

crossΣcross

)
= σ2

H

∑
i,j:

λ
(t)
i λ

(f)
j >0

St,i Sf,j

(
1

λ
(t)
i λ

(f)
j

− 1

λ
(t)
i λ

(f)
j + ρ

)
.

(40)

3) Factorization. The coefficients St,i and Sf,j are the diag-
onal elements of the transformed correlation kernels, St,i =
[diag(UH

t AtUt)]i and Sf,j = [diag(UH
f BHBUf )]j . Sub-

stituting the eigenvalue identity 1
λ − 1

λ+ρ = ρ
λ(λ+ρ) yields

(32). □
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